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Abstract
To approach the ever growing complexity of modern malware, security applications
increasingly leverage virtualization technology to perform Virtual Machine Introspection
(VMI). VMI constitutes techniques that allow the observation, analysis, and control of
guest Virtual Machines (VMs) from the outside. This lends VMI-based applications an
omniscient character gaining a complete and untainted view over the VM state. Apart
from that, modern hardware-assisted virtualization technology allows transparent onthe-fly virtualization. This technique allows to migrate a live Operating System (OS) into
a virtual environment on demand. This thesis consolidates VMI with on-the-fly virtualization. We elaborate the design and architecture of the WhiteRabbit VMI framework in form
of a microkernel-based Virtual Machine Monitor (VMM). WhiteRabbit is designed to transparently virtualize a running OS on-the-fly for the purpose of forensic analysis. Towards
this direction, our prototype employs Intel VT-x hardware virtualization extensions and
is able to virtualize running Linux OSs. To harden potential exposure by malware, the
design of WhiteRabbit considers anti-virtualization techniques and incorporates the
hardware-assisted nested paging mechanism. After deployment, WhiteRabbit exposes
VMI services towards remote applications. More precisely, WhiteRabbit extends the
popular LibVMI interface and thus facilitates the use of custom and already existing
LibVMI-based security applications from remote. In this way, WhiteRabbit represents an
effective means for the purpose of forensic analysis that can be employed on demand.
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1 Introduction
“Sometimes the problem is to discover what the problem is.”
(Gordon Glegg, The Design of Design)

In recent years the research within the area of Operating System (OS) virtualization
has shifted towards the area of security applications. As a consequence, techniques such
as Virtual Machine Introspection (VMI) [21] have evolved introducing new challenges
to VMI-based applications. To motivate our work, we shortly present fundamental
concepts and challenges arising from VMI in the following.

1.1 Motivation
The kernel is the core component of an OS and thus responsible for the hardware
management and provision of a convenient interface towards user space applications.
Modern OSs, such as Linux [40], commonly utilize a monolithic kernel whose functionality can be expanded at runtime, e.g., by means of dynamically loadable kernel
modules. OSs suffer from the fact that dynamically loadable kernel modules share the
same address space with the rest of the kernel [72]. Therefore, they are executed with the
same privileges as the sensitive and security relevant parts of the OS. Also, due to their
continuously growing size and complexity, modern OSs provide a compelling attack
surface. As a consequence, malware often abuse the fragile OS surface to load malicious
kernel modules, which can bypass or simply disable interfering security mechanisms.
Regarding the fact that malicious applications might execute with the same privileges
as the OS itself, one might consider moving the security applications out of the OS into
a small environment with higher privileges. This idea is promoted by Chen et al. [11]
and can be realized through virtualization technology. Virtualization technology adds a
software layer—the Virtual Machine Monitor (VMM)—implementing a virtual hardware
interface. The hardware interface is referred to as a Virtual Machine (VM), whereas an
application running inside the VM is referred to as a guest. A VMM has a complete and
untainted view over the entire VM state while providing strong isolation capabilities
towards guest OSs inside VMs. This means, applications executing as part of the VMM
cannot be easily fooled or manipulated by malware running inside a VM. As a result,
virtualization technology has become increasingly attractive for security applications.
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A continuously growing number of security applications leverage virtualization technology for different purposes. These include Intrusion Detection Systems (IDSs) [21],
malware detection and analysis [17, 24, 37, 49, 63, 69], system integrity validation [34, 35, 42],
and applications providing secure logging [11]. Yet, to be able to analyze and manipulate
the state of a guest OS, VMI [21] techniques must be applied. VMI refers to the ability
of analyzing and manipulating the state of a guest OS from the outside. The state of a
guest system comprises a vast amount of binary information that needs interpretation.
Therefore, every VMI-based mechanism requires additional semantic knowledge that
allows to map the binary information, e.g., to high-level OS kernel data structures. This
lack of knowledge is referred to as the semantic gap problem [11]. Different approaches
for bridging the semantic gap exist. These approaches interpret or reconstruct kernel data
structures from binary information to generate a consistent guest view. To achieve this,
a VMI application must incorporate additional semantic information of the guest OS,
the virtual hardware architecture, or a combination of both [50].
To further advance the research within the area of VMI, this thesis elaborates the
design and implementation of an entirely new microkernel-based VMM architecture
leveraging VMI mechanisms to perform online forensic analysis of a running guest
OS. More precisely, the general idea is to adopt and combine VMI techniques with
the original virtualization on-the-fly approach of the Blue Pill rootkit [57] of Joanna
Rutkowska to ultimately transform her approach into a powerful VMI framework for
forensic analysis. In this thesis we present WhiteRabbit, a VMM that is specially designed
for moving a running OS into a virtual environment on demand. Towards this direction,
WhiteRabbit utilizes Intel VT-x [28] hardware virtualization extensions. Also, to prevent
potential malware evasion, our architecture incorporates hardware-enforced hiding
mechanisms. The key benefit of WhiteRabbit is the consolidation of the aforementioned
virtualization on-the-fly mechanism and VMI. After being deployed, our prototype acts
as a vehicle providing VMI services to remote applications. In this way, WhiteRabbit
facilitates malware detection and/or analysis on the virtualized OS from remote.

1.2 Research Goals
The goal of this thesis is the consolidation of VMI and the on-the-fly virtualization
concept introduced by Blue Pill. To be more specific, the general idea is to design a
VMI-based system architecture for forensic analysis that can be transparently deployed
on general purpose systems by moving the live OS instance into a dynamically initialized
virtual environment. Throughout this thesis, we refer to this system as WhiteRabbit. The
two-fold goal essentially divides this thesis into two main parts. The first part elaborates
a design and architecture of a VMM that is able to seamlessly take over control of a
running OS on-the-fly. The second part studies VMI mechanisms allowing to perform
forensic analysis from outside of the recently virtualized OS. Even more, to provide
most flexibility for security analysts, we incorporate essential VMI functionality that can
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be used through a generic and minimalistic interface from remote. These parts, can be
further divided into the following categories: design and architecture of WhiteRabbit,
techniques to prevent its exposure, and mechanisms required for VMI. These categories
represent the guiding thread of this thesis and are briefly addressed in the following.
1. Design and architecture of WhiteRabbit: In this thesis, we study techniques that are
required to transparently shift a running OS instance into a VM. In particular, we
define necessary hardware requirements and inspect how they can be employed
for our purposes. While the design of WhiteRabbit should not be restricted to
specific hardware architectures and OSs, our implementation primarily focuses on
dynamic virtualization of Linux running on top of systems with Intel VT-x [28]
hardware virtualization support. Also, we consider different deployment strategies
to provide flexibility for system administrators. Finally, we evaluate popular VMM
solutions to extract general architectural details that are relevant for the design of
the WhiteRabbit architecture.
2. Techniques preventing WhiteRabbit exposure: The second category covers hiding
techniques that shall be employed by WhiteRabbit to prevent its exposure by
malware. Modern malware approaches employ anti-virtualization techniques [12]
to detect and evade sandboxed environments. To prevent a potential exposure,
we employ techniques to hide from the OS and therein executing applications
including malware. To achieve this, we closely regard anti-virtualization techniques
that disclose how to effectively counteract an exposure.
3. Virtual Machine Introspection: The last category covers VMI techniques and confronts related challenges associated with the semantic gap problem [11]. In that
respect, we analyze common VMI-based view generation patterns [50] used to
reconstruct the state of VMs and discuss how these patterns can be employed
reliably. Further, we incorporate techniques employed by X-TIER [69] that enable
kernel module injections into guest OSs. To complete our work, we examine how
to grant access of already existing, LibVMI-based applications to services provided
by WhiteRabbit from remote.
In contrast to existing VMI solutions, with WhiteRabbit we provide a VMI system
that does not require the target OS to be explicitly set up for VMI. Instead, we deploy
WhiteRabbit spontaneously on general purpose systems. As a result, the target systems
are transformed into monitored environments that can be controlled by custom and/or
already existing VMI tools from remote. To sum up, our contributions comprise:
• We elaborate the design of the WhiteRabbit VMI framework in form of a microkernelbased VMM that can be deployed on demand. Therefore, WhiteRabbit transparently shifts a live OS into a VM on-the-fly without leaving any traces behind. After
deployment, WhiteRabbit exposes a LibVMI interface towards remote applications.
• We extend the LibVMI driver interface. Thus, custom and popular LibVMI tools
can employ WhiteRabbit services as a means for live forensic analysis.
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• We provide a WhiteRabbit prototype implementation. The prototype supports
on-the-fly virtualization of modern Linux OSs on top of x86-64 based systems with
Intel VT-x virtualization extensions.

1.3 Outline
The remainder of this thesis is organized as follows. Chapter 2 provides a profound
background regarding VMs, VMI, and modern rootkits. We relate our work to previous
research in Chapter 3. The design and architecture of WhiteRabbit is discussed in
Chapter 4. This chapter comprises assumptions and necessary means that are required
to meet the goals previously stated in Section 1.2. The WhiteRabbit prototype implementation is discussed and evaluated in Chapter 5 and Chapter 6, respectively. Finally,
we provide an outlook concerning future work in Chapter 7 and conclude this thesis
with a brief recapitulation in Chapter 8.
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2 Background
“Know your enemy and know yourself.”
(Sun Tzu, The Art of War)

This chapter provides the reader with fundamental concepts that are essential to the
understanding of the remainder of the thesis. In particular, it covers virtualization and
VMI techniques, the two main building blocks of our work. In pointing out the need for
VMI, the following discusses the risks to which modern OSs are exposed by introducing
the concepts of rootkits. Also, since we base our work upon the Blue Pill [57] rootkit
and the VMI framework X-TIER [69], both are presented in an individual section.

2.1 Virtual Machines
Even the most complex systems can be well-understood by hiding complexity not
relevant from a specific point of view. For this, various levels of abstraction allow to focus
on the relevant parts of the entire system. Higher, more abstract levels are separated
from lower levels of abstraction by means of interfaces covering details. For example,
a system call that is invoked by user space applications can be regarded as a highlevel abstraction from its low-level implementation details residing within the heart
of the OS kernel. Within the context of system calls, the implementation details are
hidden beneath the well-defined system call interface. In a similar way, according to
Smith et al. [61], a system’s hardware details are hidden beneath a certain interface
providing the view of a machine towards the software executing on it. As illustrated

Applications

Applications
Syscall Interface
ABI

OS
System ISA

User ISA

User ISA

ISA

Machine
(a) Machine defined by the ISA interface.

Machine
(b) Machine defined by the ABI interface.

Figure 2.1: The view of the machine defined by different interfaces. Adapted from [61].
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in Figure 2.1(a), the Instruction Set Architecture (ISA) defines the interface between an
OS, with all its user applications, and the physical hardware. The ISA consists of a
user and a system component comprising, among others, the architecture’s instruction
set, registers, and the interrupt and exception architecture. On the other hand, a user
space application borders the OS system call interface and the user part of the ISA
representing the Application Binary Interface (ABI). This is illustrated in Figure 2.1(b).
Typically, applications utilize features of the underlying machine that are made available
through a particular interface. As a result, the view of a machine is dependent on the
software’s perspective. Virtualization technology in general provides a certain software
component implementing an execution environment for software applications. Precisely
this execution environment is referred to as a Virtual Machine (VM) [61]. Depending on
the interface defining the application’s view of the machine, one distinguishes between
process VMs and system VMs. Both are shortly described in the following.

2.1.1 Process Virtual Machines
A Process VM establishes a virtual environment typically for a single application [61].
In this way, applications can be executed on different platforms than originally intended.
A platform is a combination of an OS and the underlying hardware. For instance,
Intel’s IA-32 execution layer allows to run legacy x86 32-bit applications on 64-bit Itanium
architectures. 1 Other process VM solutions provide lightweight operating-system-level
virtualization techniques in form of containers. Containers utilize services of the underlying OS to provide a dedicated execution environment for groups of user space
applications. This way, containers mandate the host and guest to share a common OS
kernel and consequently to support the same ISA. Prominent container implementations comprise Linux Containers (LXC), Docker, and Solaris Zones. Finally, a special case
of process VMs is given by the so called High-level Language (HLL) VMs, such as the
Java Virtual Machine (JVM). HLL VMs define a platform independent virtual ISA that is
optimized to reduce dependencies to real OSs and hardware architectures. To round
up, some of the main forces behind process VMs comprise emulation, performance
optimization, and platform independence of single or groups of user space applications.
Emulation techniques translate source instructions to target instructions and hence allow
the execution of applications compiled for a different source platform. Techniques
concerning binary optimization incorporate information that is gathered dynamically,
i.e., during execution. In this way, execution hotspots can be optimized and cached
to reduce the overall translation overhead. Dynamic binary optimization is usually
employed on binaries making use of the same ISA as the host platform [61]. Finally,
platform independence is given by providing an abstract view of the underlying OS and
hardware architecture.
1 Modern

CPU architectures support binary translation and optimization techniques allowing to execute
code originally compiled for a different ISA. For instance, ARM Jazelle [52] and Intel Houdini [25]
architectures enable native execution of the Java Bytecode and ARM code, respectively.
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Guest Application
Source
ABI

Syscall Interface

User ISA

Runtime
Target
ABI

OS
Hardware

Figure 2.2: The runtime exposes a virtual ABI to guest applications. Adapted from [61].
In the face of process VMs, the virtualizing software is referred to as the runtime [61].
Thus, it is the task of the runtime to provide individual user space applications with
a suitable execution environment. A process execution environment is established
by the underlying OS and the hardware defined user ISA, which together form the
ABI. This means, from the perspective of the application, the underlying machine is
characterized by the OS and the user ISA (Figure 2.1(b)). To enable the virtualization of
individual processes, the runtime implements an ABI interface. A simplified process
VM is shown in Figure 2.2. Common techniques applied by process VMs comprise
interpretation and binary translation. Both are used to emulate the guest’s instructions so
that the guest can be run on the host. During interpretation the runtime single-steps
through the guest application and performs for each guest instruction the following
combination of events: instruction fetch, instruction analysis, and execution of certain
actions to achieve equivalent behavior. As a consequence, every instruction undergoes
the same treatment resulting in an immense performance overhead. Such behavior is
also referred to as decode-and-dispatch interpretation [61]. On the other hand, binary
translation reduces the emulation overhead by mapping blocks of source instructions to
blocks of instructions that can be directly executed on the host [61]. While translation of
binary blocks requires a high initial overhead—as opposed to interpretation—its overall
performance is amortized in the long run.

2.1.2 System Virtual Machines
System VMs, as opposed to process VMs, provide an execution environment for entire
systems—each with its own OS [61]. Popular solutions are presented by the Linux Kernelbased Virtual Machine (KVM) [41], Xen [66], and VMware [67]. This opens entirely new
dimensions of application. Similar to process VMs, system VMs can emulate systems
intended to execute on an entirely different hardware architecture. This is achieved
through emulation techniques similar to those described in the previous section. The
scope of system VMs comprises capabilities such as isolation, a convenient system
software development process, and security. A system VM provides strong isolation
capabilities. Assuming correct implementation, a guest OS executes entirely in a sandbox
environment and hence cannot manipulate the state of another guest OS or the VMM
itself. Unlike system VMs, operating-system-level based process VMs (containers) share
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the OS kernel between the guest and the host and hence provide only limited isolation.
Besides, system VMs provide a suitable environment for system software development
separating production-level applications from the development systems. Finally, within
the context of security, system VMs can be used to reliably monitor and log, e.g., certain
hardware events. While the same can be accomplished as part of the OS itself, the
monitoring software executed as part of the VMM is harder to fool. A similar argument
can be made in the face of process VMs. The execution of single processes can be
monitored by the underlying runtime environment. On the other hand, when it comes
to operating-system-level based virtualization, a potential kernel exploit simultaneously
compromises the runtime and with it, the entire system.
Guest Applications
Syscall Interface

Guest Applications
Syscall Interface

Guest OS
System ISA

Guest OS
Source
ISA

System ISA

User ISA

VMM

User ISA

Source
ISA

VMM
Target
ISA

Hardware
(a) Native VMM.

OS
Target
ISA

Hardware
(b) Hosted VMM.

Figure 2.3: The VMM exposes a virtual ISA to guest OSs. A native VMM (a) executes on
hardware. A hosted VMM (b) operates as part of the OS. Adapted from [61].
Within the context of system VMs, the virtualizing software is referred to as the VMM
or hypervisor [61]. In this thesis, we use the terms VMM and hypervisor interchangeably.
Similar to the runtime in process VMs, the VMM provides an execution environment for
guest systems comprising an OS with its user space applications. For correct operation,
an OS requires access to hardware resources. Thus, from the perspective of an OS,
the underlying machine is characterized solely by the machine’s hardware resources
hidden beneath the interface defined by the ISA (Figure 2.1(a)). This means, the VMM
implements a virtual ISA interface to virtualize OSs. The implemented ISA can be either
the same ISA as the one provided by the underlying hardware or it can be another one.
The latter approach requires emulation techniques as being discussed in the previous
section. Generally, the VMM controls and manages the host’s real hardware resources
which are shared among all guest VMs. Thus, each individual guest OS is provided
with a set of virtual hardware resources. Virtual hardware resources comprise one
or multiple CPUs, memory architecture, and I/O devices. These resources are transparently mapped to real hardware maintained by the VMM. When it comes to VMM
implementation, one distinguishes between native (Type I), and hosted VMs (Type II) [23].
Both variants are illustrated in Figure 2.3. In native VMs, the VMM is placed directly
on bare metal (Figure 2.3(a)). Consequently, the VMM must provide device drivers to
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manage hardware resources on behalf of the guest VMs. Hosted VM systems refer to
setups in which the VMM is placed upon, or hosted by an OS (Figure 2.3(b)). Such
VMM setups leverage the underlying OS capabilities to manage hardware resources
of VMs. Depending on its implementation, the class of hosted VMs is further divided
into user-mode hosted VMs and dual-mode hosted VMs. A user-mode hosted VM resides
entirely in user space. A dual-mode hosted VM occupies a part of the kernel space, e.g.,
in form of a kernel module. This classification was made by Smith et al. [61].
Generally, we differentiate between the high-privileged system mode and the lessprivileged user mode execution environment. We refer to these modes within the context
of system VMs. The VMM executes with system mode privileges to enable the management of guest VMs running with user mode privileges. This concept forces certain
instructions executed in user mode to trap into, or being intercepted by a VMM in
system mode. Based on this idea, Popek and Goldberg [51] classify instructions of a
physical machine into three categories: These comprise privileged, sensitive, and innocuous
instructions [61]. The meaning of these categories is explained in the following.
Privileged instructions: A privileged instruction does not trap if it is executed in a system
mode. However, it must trap if it is executed in user mode.
Sensitive instructions: If an instruction changes the system’s configuration, such as
the modification of the page table structures, it is referred to as a control-sensitive
instruction. In addition, an instruction that behaves differently when executed in a
user mode is referred to as behavior-sensitive instruction. Both definitions belong
to the class of sensitive instructions.
Innocuous instructions: All instructions that are not sensitive are termed innocuous.
This classification allows to better understand the interaction between a VM and the
underlying VMM. In their paper [51], Popek and Goldberg state three properties that
must be satisfied by a VMM: Resource control, equivalence, and efficiency. Resource control
defines the VMM to be in complete control of any hardware resources. This means, the
guest VMs must not be able to access any hardware resources that are not explicitly
allocated by the VMM. Also, it must be guaranteed that the VMM is able to regain
control of these hardware resources. The equivalence property is met if the guest VM
behaves as if it was executed directly on a real machine. This must be true except
for the guest’s performance and the limited availability of physical resources. Finally,
efficiency requires innocuous instructions to be executed directly on hardware. In reality,
Popek and Goldberg characterize an efficient VMM as opposed to VMMs satisfying
the first two conditions of resource control and equivalence [61]. Modern ISAs, such
as the IA-32, do not satisfy the efficiency condition. Consequently, IA-32 alone is
not efficiently virtualizable. However, recent technological developments comprising
hardware virtualization extensions, such as Intel VT-x [28] and AMD-V [1], emerged to
meet the formal virtualization requirements of Popek and Goldberg ultimately enabling
the implementation of efficient VMMs [61].
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Summary
This section explains the nature and fundamental concepts of VMs rendering an essential
part of WhiteRabbit. We discussed virtualization techniques that are employed within the
context of process and system VMs. In particular, the mechanisms employed by system
VMs are of high relevance for the design and architecture of WhiteRabbit—the first goal
of our work defined in Section 1.2. In the next section, we explore VMI techniques that
allow to analyze the state of VMs from the outside. We discuss requirements, limitations,
and challenges associated with VMI.

2.2 Virtual Machine Introspection
Not only OSs, but also therein integrated security services, expose themselves to potential attacks. For instance, sophisticated malware solutions defeat modern security
mechanisms either by evasion or attacks against trusted components they rely on [21].
In the worst case, modern malware remains invisible even in the presence of security guards. As a result, numerous security services, such as malware detection and
analysis [17, 21, 24, 37, 49, 63, 69], and system integrity validation [34, 35, 42] tools,
find increasing application within the context of VMMs. VMMs themselves expose a
manageable-sized interface towards OSs and hence provide a narrow attack surface.
This makes VMMs appealing to security relevant features. In addition, VMMs typically
operate on higher privilege levels, thus further increasing their attack resistance. Yet,
the main reason for the migration of security services is that a VMM manages the entire
internal state of the guest system, comprising the guest memory, CPU registers, and
I/O activity. This highly sensitive information has not only the power to control the
individual VMs, but it is also perfectly suited for security purposes—which is precisely
the idea and motivation behind Virtual Machine Introspection (VMI).
The term VMI has been coined by Garfinkel et al. [21] and refers to the practice of
inspecting and manipulating software running inside a guest OS, while being isolated
from the guest instance in question. Thus, VMI mechanisms lay down the foundation
for stealth security applications focusing on malware analysis without being exposed
and potentially evaded. This makes VMI a perfectly suited tool for exposure of rootkits
and other hidden OS kernel abstractions such as processes, kernel modules, and files. To
achieve such functionality, according to Garfinkel et al. [21], VMI tools require a VMM
to supply the following capabilities, namely isolation, inspection, and interposition.
Isolation: The isolation capability of VMMs—similar to the idea of virtual memory of
OSs—provides an illusion to guest VMs of being executed on a separate physical
machine. That is, a single VM has no knowledge about any further VMs running
on the same hardware. With this in mind, the isolation property ensures that even
compromised guest VMs cannot manipulate the state of other VMs located on the
same system or the VMM itself.
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Inspection: A VMM generally has the view over the complete, untainted state of a
guest VM. This information can be used for monitoring purposes. Since the VMM
observes the entire state of a guest VM it is very difficult for a malicious instance
to evade VMI-based applications.
Interposition: By its nature, VMMs must be able to intercept the execution of certain
events, such as privileged instructions. Beyond, VMI applications may require
a VMM to be able to actively interfere with certain guest operations for security
reasons. This means, a VMM should be able to control the state of guest VMs in
terms of, e.g., control flow manipulation through event injections.

2.2.1 Limitations of Virtual Machine Introspection
The required VMM capabilities to provide VMI, introduced in the previous section,
present general requirements for VMMs to supply VMI functionality. Despite their
strong security guarantees, each of these capabilities provides its own limitations. These
are shortly elaborated in the following.
Isolation: The isolation property increases the attack resistance of the VMM and its VMs.
Consequently, assuming correct implementation, the isolation property guarantees
a reliable execution of VMI-based security applications even if one of the VMs has
been compromised. However, isolation is not interchangeable with transparency.
While VMMs provide strong isolation capabilities, Garfinkel et al. [20] claim that
perfect VM transparency (the ability of being indistinguishable with real hardware)
is not feasible in practice. This means, malicious applications will eventually
find themselves being analyzed. Ergo, VMM-aware malware would potentially
launch special evasion strategies that, e.g., massively interfere with the semantic
interpretation of OS kernel abstractions to prevent or harden VMI (Section 2.3.1).
Inspection: The VMM manages the entire guest state information. The state of a guest
VM comprises CPU registers and an immense amount of low-level binary data.
Additional knowledge of the guest’s hardware architecture or OS is required to
cast the low-level information to high-level OS kernel abstractions, such as process
or kernel module lists [49]. This lack of knowledge is referred to as the semantic
gap problem [11]. This problem is further described in the following section.
Interposition: The process of interception of events is also referred to as trapping. These
events may comprise the execution of interrupts or privileged instructions and
access to protected memory regions. It is the trapping mechanism that enforces a
switch from the guest VM into the VMM. In this way, the VMM can appropriately
handle the particular event. One example is the access to shared I/O devices that
must be intercepted and multiplexed by the VMM. The trapping mechanism can
be enforced either by means of hardware supported virtualization extensions or
software, e.g., through paravirtualization techniques. Paravirtualization techniques
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invoke certain instructions on the guest VM side inducing explicit VM exits. Within
the context of VMI, the trapping mechanisms must be applied to security critical
events. However, not all security critical events can be trapped by hardware.
Besides, timing-attacks can be performed on certain instructions that are known to
be unconditionally trapped by the VMM. In fact, modern hardware virtualization
technology substantially increases the required effort to expose a VMM through
emulation of local time sources. Yet, malware will eventually expose the fact that
it is being executed in a virtual environment. For instance, an inevitable exposure
can be performed through timing attacks utilizing the Network Time Protocol (NTP)
as an external time source that is impossible to fake.

2.2.2 The Semantic Gap
Despite their superior position concerning privileges and control [33], all VMI applications collectively face the challenge of interpreting the vast amount of binary information
that is the state of a specific guest system. The lack of additional knowledge that is
necessary to perform the mapping of the binary state information to high-level OS data
structures representing, e.g., processes or kernel modules, is known as the semantic
gap [11]. This knowledge can be acquired from the guest’s virtual hardware or OS [47]
through dedicated view generation patterns [50]. It is the task of every VMI-based application to bridge the semantic gap by reconstructing guest OS kernel data structures.
As being discussed in Section 2.2.3, there exist different approaches to bridging the
semantic gap. However, it must be considered that different approaches to acquiring of
the semantic knowledge have different assumptions concerning trust of the guest OS.

2.2.3 View Generation Patterns
The previous sections already mentioned a VM’s state. In this section, we pick up
and extend previous definitions, as we are interested in the way the VM’s state can be
interpreted by an external component, such as a VMM. We refer to the process of VM
state interpretation as view generation. The state of a guest VM comprises the contents of
the volatile memory and storage, both of which are represented by an enormous amount
of binary information. In addition to this low-level data, the VM’s state comprises
the contents of the CPU registers and the state of the associated hardware resources,
which can be regarded either as a memory mapped state (that is already part of the
volatile memory representation) or as a set of additional registers. In addition, the
VM state can be further divided into the VMM-visible and guest-visible state [47]. This
additional classification arises, as the VMM may intentionally hide certain details from
the guest-visible state. This is usually done either for virtualization or security purposes.
Within the context of virtualization, the VMM often has to emulate and share certain
hardware devices between multiple VMs without revealing the fact to virtual guests.
In the face of security, the VMM may cover machine specific features, e.g., by hiding
system control register values.
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Given the state of a VM, it is the task of any VMI application to generate an appropriate system view. Therefore, additional information called semantic knowledge must be
incorporated. This knowledge comprises the VM’s hardware and/or software architecture that is used to map the low-level binary data to high-level OS kernel data structures.
The following introduces in which way this knowledge can be incorporated into the view
generation process. Pfoh et al. propose three view generation patterns [50] to bridge the
semantic gap. These patterns can be applied either separately or in combination. They
comprise the in-band delivery, the out-of-band delivery, and the derivative pattern.
In-band delivery pattern: This pattern involves the guest OS to collect semantic information. The view generation component, such as the VMM, injects a dedicated
agent into the guest OS, which collects and subsequently delivers the gathered
information back to the VMM. This approach benefits from having the knowledge
of the guest software architecture. As a result, a full state reconstruction is possible.
Although the in-guest agent can be protected by the VMM, the gathered semantic
information can be compromised. An in-guest agent can be misled by malware
and hence provide false information [6]. Besides, the guest-visible state comprises
only a subset of the entire system state. Thus, in-band delivered information might
be incomplete. The remaining information must be gathered by the VMM as it
controls the parts of the state that are hidden from the guest. Yet, in-band delivery
approaches perform well and hence they are often employed in practice.
Out-of-band delivery pattern: In this pattern the view generation component reconstructs
the guest OS kernel data structures ahead of time—that is before the VMI process.
The view generation employs knowledge that may comprise an OS kernel symbol
table, debugging symbols, or statically gathered source code analysis results [68].
This approach benefits from its stealthy operation as the view-generation does
not require any in-guest participation. On the other hand, the VMM must rely
on the source that delivered the semantic knowledge. If an adversary manages to
compromise the out-of-band delivered information, she will be able to influence
the system’s view for her benefit. Also, not anticipated dynamic modifications of
guest OS kernel data structures can defeat the entire VMI operation.
Derivative pattern: The derivative pattern leverages the knowledge of the virtual hardware architecture alone to derive the semantic knowledge of the guest OS [47]. For
instance, by following the memory address inside of the Interrupt Descriptor Table
Register (IDTR), one can derive the base address and hence the entire structure of
the Interrupt Descriptor Table (IDT). Thus, the IDTR represents an immutable hardware anchor. Similarly, one can derive the virtual memory mapping by following
the base address of the top-level page directory inside of the CR3 register. Thus,
an infected guest OS cannot mislead the view generation. This pattern provides
stealth as it generates the view entirely from the guest hardware. Yet, the lack of
the software architecture knowledge heavily constraints the view generation.
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2.2.4 Reliable Virtual Machine Introspection
Modern VMI tools [24, 37, 63, 69] often rely on the semantic knowledge that has been
delivered in an in-band or out-of-band manner. This means, it is often falsely assumed
that the OS is benign during the acquisition of semantic knowledge and that the gathered
information can be relied on. This is not always the case. The reason is that the character
of the delivered information is non-binding. The delivered information cannot be bound
to any assumption that will not change at run-time [42]. For instance, a malicious entity
can change the offset of a guest kernel data structure. In fact, even the OS kernel itself
performs live patching of its code for performance or security reasons [35]. This results
in the fact that the VMI tool will rely on outdated information that has been rendered
obsolete. On the other hand, VMI tools [17, 35, 42, 49] employing the derivative pattern
cannot be easily fooled. They bind the derived semantic information on assumptions,
such as hardware anchors, that cannot change at run-time. Taking it one step further,
we agree with Kittel et al. claiming that bound information must be complemented by
delivered semantic knowledge [35, 42]. The reason for this assumption is that binding,
tamper-resistant information cannot detect malicious modifications without matching
against non-binding information. The fact that the non-binding information has been
potentially compromised must be considered during the development of VMI-tools
to reliably bridge the semantic gap. To indicate threat assumptions, Jain et al. [29]
differentiate between the weak and the strong semantic gap problem.
Weak Semantic Gap: The weak semantic gap problem assumes the guest OS to be
benign during the process of view-generation. Thus, the gathered non-binding
semantic knowledge is trusted and can be used as a reference for in-field guest
OS monitoring and analysis through VMI techniques. This assumption creates
the illusion of having the required knowledge of all possible security relevant
invariants that could be potentially targeted by malicious applications. Jain et
al. [29] claim that the weak semantic gap problem can be regarded as a set of
”largely solved engineering challenges“ associated with VMI tool generation.
Strong Semantic Gap: Non-binding semantic information cannot be trusted without
run-time validation [29]. VMI applications cannot rely on in-band or out-of-band
delivered semantic information because the initial guest OS can be maliciously
modified at run-time. A potentially infected OS can take advantage of the assumptions made by VMI applications targeting the weak semantic gap problem,
to mislead and ultimately evade VMI. This can be achieved, e.g., through kernel
structure modification [6]. Derivative view generation approaches try to solve the
strong semantic gap problem by deriving semantic information that is bound to
the hardware. Still, the problem remains because derivative approaches lack the
ability to reconstruct the full state of the guest OS and cannot determine malicious
applications without additional knowledge. Thus, VMI applications combine
binding and non-binding information. Yet, because the gathered, not validated
non-binding information can be potentially compromised, it cannot be trusted.
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In short, to provide reliable VMI, one must ensure that the gathered semantic knowledge is bound to the hardware or can be validated at run-time. According to Jain et al.,
the strong semantic gap is an open security problem and requires further investigation.

2.2.5 The X-TIER VMI Framework
This thesis bases parts of its work on X-TIER introduced by Vogl et al. [69]. X-TIER is
a VMI-based framework built on top of Linux KVM that bridges the semantic gap by
injecting kernel modules into a running VM. This approach allows VMM-based security
applications to monitor and manipulate the guest state by making use of the exported
in-guest kernel functions and data structures without leaving any traces behind. The
data that is collected by the injected in-guest agent can be securely transferred back to
the VMM. In this way, X-TIER is able to fully reconstruct the guest state in an in-band
information delivery manner. Before module injection, X-TIER incorporates out-of-band
delivered semantic knowledge into the modules in form of addresses of exported kernel
functions and data structures. This allows to identify global kernel structures required
during the execution of injected modules. Thus, X-TIER bridges the semantic gap by
combining the in-band and the out-of-band delivery view generation patterns.

Summary
This section provides an insight into VMI and the associated limitations and challenges.
We have characterized view generation patterns that are incorporated into the design of
WhiteRabbit. These are required to address our next goal concerning VMI mechanisms.
We have extended the definition of the semantic gap and briefly discussed the need for
further research towards bridging the strong semantic gap. Apart from that, this section
introduces concepts behind the VMI framework X-TIER. Our work employs similar
techniques within the context of forensic analysis. In the next section, we approach
hiding techniques within the context of rootkits. These form the basis for our last goal
concerning techniques preventing an exposure of WhiteRabbit.

2.3 Rootkits
The past has repeatedly shown that financially or otherwise motivated peers try to steal
personal or corporate information [8]. In this context, rootkits are often the weapon of
choice when it comes to protection of malware. Rootkits in general refer to a collection
of malicious software tools. Typically, they are employed on compromised systems to
enable further adversary access with administrative privileges. Once installed, rootkits
hide themselves and the presence of further malicious processes or kernel modules (and
utilized file handles, sockets, etc.) from the OS and security applications. There is an
arms race between rootkits and IDSs. In the end, it all comes down to the question of
control. King et al. [33] associate control with the ability of monitoring and modifying the
system’s state. In this context, lower system levels have control over higher levels. This
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can be explained by the fact that the higher levels rely on the foundation provided by
lower levels. For instance, VMMs control VMs by providing a solid foundation for their
execution, e.g., in form of a virtual ISA. Further, control can be directly associated with
privilege levels. In general, the x86 architecture provides hardware defined privilege
levels—in x86 jargon also referred to as rings. There are four rings (from 0 to 3) to
separate the system’s critical from non-critical parts. The ring 3 is the least privileged
and the ring 0 the most privileged level [28]. In modern OSs the kernel claims the ring 0
for its operation, whereas user space applications execute in ring 3.
Rootkits try to control processes or the OS through unauthorized manipulation of its
state while hiding from IDSs. This presents a tradeoff between functionality and visibility towards IDSs. In general, rootkits operate on different hardware defined privilege
levels. IDSs are harder to trick if they are integrated in lower system layers than rootkits.
Thus, there is a clear trend on both sides towards operating on lower system layers.
Earlier user mode rootkits that were installed by replacing system utilities or user-space
libraries with their modified versions, became detectable to user-level IDSs [32]. Thus,
to side-step detection in user space, rootkits migrated into kernel space, where they
can operate with same privileges as the OS kernel itself. Kernel mode rootkits enjoy the
power of operating on the same privilege level as the OS. Thus, they provide more
powerful capabilities regarding OS subversion. Past research made progress towards
detecting kernel mode rootkits. Thus, different mechanisms including integrity checking [32, 34, 35, 42, 71] and cross view comparison mechanisms [17, 37, 49, 69] are applied.
Recent technological progress emerged hardware supported virtualization extensions [1, 28]. This and other technological innovations, such as the System Management
Mode (SMM) [28] and Intel Active Management Technology (AMT) [22] expand the initial four x86-based privilege levels by providing additional execution environments
(or modes). The SMM is a special x86 mode with a separate memory and execution
environment, whereas Intel AMT executes even on a dedicated coprocessor. A similar
concept to the SMM has been developed by ARM TrustZone [3]. ARM TrustZone is
a Trusted Execution Environment (TEE) comprising security extensions to provide an
isolated environment for trusted applications. While trusted applications execute in the
high-privileged mode called secure world, the OS runs in the less-privileged normal world
as part of the same CPU. This technology became very attractive for rootkit developers
as a subversion of the upper modes allows rootkits to run with higher privileges than
the OS. Simultaneously, such rootkits harden detection to applications that execute with
lower privileges. Thus, hardware-assisted Virtual Machine based rootkits (VMBRs) [15, 57]
and System Management Mode based rootkits (SMBRs) [19] have been developed.
With Intel Software Guard Extensions (SGX) [27] a novel approach emerges introducing
an additional mode to the x86-based systems. This mode allows to make use of hardwareprotected execution environments as part of the untrusted OS. These environments,
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called enclaves, are able to lock a particular memory region in a way that malware cannot
compromise its integrity. This concept holds independent of the malware’s privileges.
Intel SGX is similar to ARM TrustZone except that one does not require an explicit mode
switch between the OS and the processes inside protected enclaves. Considering the fact
that malware cannot modify contents of the hardware protected memory, this technology
could greatly benefit the VMI application by transforming parts of the non-binding
in-band or out-of-band delivered semantic information into trusted, binding knowledge
that cannot be easily deluded. Intel SGX technology still lacks support on modern CPUs,
which is the reason why it is not part of this thesis. Thus, in our further discussion we
will focus on kernel mode and virtual machine based rootkits as they provide powerful
hiding techniques that are of relevance for the design of the WhiteRabbit.

2.3.1 Kernel Mode Rootkits
In the last years, kernel mode rootkits became increasingly popular. Kernel rootkits find
their way into the kernel memory, e.g., by loading malicious or infected kernel modules
or through kernel memory injections via /dev/(k)mem or /proc/kcore [39]. This is
performed right after gaining root privileges on the particular system, e.g., through
previous vulnerability exploitation or social engineering. In kernel space, rootkits run
with same privileges as the OS kernel itself. As a result, rootkits can shape the kernel’s
internal data structures according to their needs. This makes them very powerful and
simultaneously hard to detect. The following presents typical attack patterns and hiding
mechanisms as well as defense strategies against kernel rootkits.
Static Kernel Object Hooking
Static kernel function hooking refers to an attack that targets function pointers or hooks.
The general idea is to overwrite instructions in functions or static function pointers in
central OS data structures and thus redirect execution to malicious code. Generally,
kernel rootkits performing static kernel object hooking are classified according to their
target of modification: One distinguishes between manipulations in the text or data
segment. Text segment hooks target direct manipulation of the kernel’s code regions.
The attacker can replace individual instructions with branches to malicious applications.
Data segment hooks, on the other hand, replace static function pointers, such as those
inside of the IDT. Another example replaces function pointers of the Virtual File System
(VFS) nodes of the proc file system [14]. Both approaches redirect the kernel’s control
flow for their own benefit.
Defense Mechanisms: Protection of text segment hooks can be conducted by means
of VMI functionality. Therefore, the VMM-based defense mechanism must consider
run-time kernel code patching [35] and simultaneously make sure that the code inside
of the text segment is not changed by malware. This means it is the task of the VMM
to prevent malicious entities from resetting the memory page attributes associated with
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the text segment, which would allow a direct code modification. The same applies
to large static objects inside of the data segment that do not reside within or share
the same memory pages with other data structures that can be written to. On the
other hand, the detection of rootkits targeting the manipulation of fine-granular data
structures in the data segment, is more challenging. Protection mechanisms need
to perform integrity checks of function pointers located in the data segment. Since
the hardware and hence the OS supports memory protection on a page granularity,
preventing manipulation of function pointers being part of arbitrary data structures that
are frequently written to is a difficult task. Thus, VMI-based defense mechanisms have
been developed that are capable of locating and dynamically relocating the hooks to
write protected memory [71] or checking the kernel’s text segment [35] or control-flow
integrity [46]. Further VMI-based defense mechanisms are presented in the following.
Dynamic Kernel Object Manipulation
Instead of hooking the code or function pointers in static OS data structures, modern
rootkits modify dynamic kernel objects in kernel’s heap memory to achieve the desired
behavior. This process has been coined Direct Kernel Object Manipulation (DKOM) [10,
62]. The OS kernel manages certain constructs, such as processes, kernel modules, etc., in
dedicated data structures that are allocated on the heap. In the Linux kernel, e.g., every
process is represented by the data structure struct task_struct. This data structure
identifies and links a particular process with the kernel’s subsystems. To enumerate
all active processes, the Linux kernel maintains a doubly linked list of active processes.
The head of this list can be accessed through the exported kernel symbol init_task,
representing the process with the PID of 0. To be able to assign the CPU to every
active process at some point in time, the task_struct of each process is referenced in a
red-black tree based queue—the run queue—managed by the scheduler subsystem. Thus,
e.g., to prevent malicious processes from being detected, rootkits may simply locate
and unlink a particular task_struct from the list of active processes while preserving
its entry within the run queue [39]. This prevents all applications that depend on the
integrity of the OS’s bookkeeping mechanisms from detecting the associated process,
while the process itself can continue to be scheduled for execution.
Defense Mechanisms: Although, this mechanism should prevent some user space
utilities from detecting the malicious process, clever detection systems may correlate
further process related information with the information they gained from the process
list. This additional information can comprise, e.g., the PID hash table, being used to
populate process related information in the proc file system, and the kernel allocator
information. That is, the SLAB kernel memory allocator provides additional information
about the allocated data structures. This information presents an additional source for
process list correlations. The challenge presented by DKOM-based rootkits is that an
attacker may allocate memory from any memory—not just the kernel heap. Thus, to find
hidden processes a detector needs to carve the entire memory. An ahead of time analysis
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of all kernel data structures is a more elegant solution [34, 59]. With this information, all
function pointers can be detected and individually checked for integrity. A number of
validation tools have been developed that are able to check the integrity of both the text
segment and the associated data structures [35, 42]. These methods, clearly, increase
the overhead induced by an online detection system. Asynchronous DKOM detection
mechanism present a remedy for the induced overhead. These, however, suffer from the
fact that transient memory manipulations may slip through as each detection process
analyzes only fragments of the entire memory.
Direct Kernel Structure Manipulation
The OS comprises a number of data structures holding OS semantic information. This
information is utilized by security analysis and VMI tools to extract certain state information. Direct Kernel Structure Manipulation (DKSM) based rootkits modify the syntactical
or semantical representation of these kernel data structures to mislead their interpretation [6]. Syntax-based data structure modification performs addition or removal of certain
data structure members. Semantics-based manipulation perform data structure layout
modifications, e.g., by switching members of a data structure or by redirecting their
location to dedicated memory regions. These modifications must not lead to noticeable
malfunction of the system. By doing so, a DKSM-based rootkit gains control over the
internal view that is being regarded by the OS kernel and the external view that is
being exposed to VMI-based applications [6]. In this way both kernel level security
applications and VMI tools can be evaded.
Defense Mechanisms: Defense mechanisms against DKOM attacks rely on the syntactical and semantical integrity of kernel data structures—whether they are hidden or
not. DKSM attacks, however, exploit the semantic gap problem to evade VMI-based
security mechanisms by actively manipulating the semantic information. Prakash et
al. [53] claim that semantic manipulation of the kernel data structures is able to evade
current VMI and memory forensic techniques.

2.3.2 Virtual Machine based Rootkits
The potential of virtualization technology has found application within the context
of rootkits. Although not seen in the wild, the first proof-of-concept Virtual Machine
based rootkits (VMBRs) have emerged. One of the first VMBRs has been introduced
by the proof-of-concept of Microsoft, called SubVirt [33]. SubVirt is in the position to
be persistently installed underneath existing Linux and Windows OSs. To bring itself
and the OS in position, SubVirt requires an explicit reboot. In general, VMBRs benefit
from their superior role over the subverted OS and with it over all in-guest security
components. Besides, VMI rootkits can monitor and control information that is relevant
for the adversary. While the first VMBRs abused commercial VMM solutions as vehicles,
later concepts provided their own minimalistic VMM implementations. In fact, the
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debut of Intel VT-x and AMD-V hardware virtualization extensions transformed VMBRs
into hardware-assisted VM (HVM) rootkits [15, 57]. The Blue Pill HVM rootkit [57] is a
prominent implementation that has been presented as a proof-of-concept. The use of
hardware virtualization extensions simplifies the process of subversion. As shown by
the Blue Pill rootkit, a running OS can be shifted into a virtual execution environment
on-the-fly without the need for an explicit system restart. Besides, hardware-supported
virtualization provides more control over the subverted OS. Once installed HVM rootkits
enjoy unrestricted access to the guest’s memory and I/O devices. Thus, HVM rootkits
can intercept, e.g., hardware events without leaving any traces behind. Also, HVM
rootkits can employ hardware-supported Second Level Address Translation (SLAT), also
known as nested paging. 2 Nested paging allows to effectively hide the maliciously
occupied memory pages from the guest OS by restricting its memory access.
Defense Mechanisms: The detection mechanisms against VMBRs or HVM rootkits
are comparable to anti-virtualization techniques [12] that are employed by malicious
applications to evade analysis. Timing-attacks by means of external timing sources,
such as the NTP, are the most promising solutions to detect underlying VMMs. The
main issue is that the detection of the fact that an OS is being executed inside of a
virtual environment does not simultaneously mean that it has been compromised by a
malicious entity. A virtual execution environment can as well be a desired choice of the
user. One solution could be to explicitly make the OS aware of the fact that it should
not be running inside of the VM. In this scenario, a detection of a VMM can be directly
associated with a system compromise. Another defense strategy is the employment of
a virtual system organization ab initio. By placing an OS into a virtual environment,
one simultaneously increases the subversion effort. Except for potential exploitable
vulnerabilities of the VMM itself, subversion attempts inside of a virtual environment
become resistant against HVM rootkit injections. On the other hand, direct memory
injections, e.g., through Direct Memory Access (DMA), might subvert the VMM and thus
the entire system. To subvert a VMM, the adversary must support nested virtualization.
Also, earlier VMBRs could still be persistently installed.

2.3.3 The Blue Pill Rootkit
With the proof-of-concept rootkit Blue Pill [57], an entirely new species of VMBRs has
evolved that has not been seen in the wild before. Blue Pill legally abuses hardware
virtualization technology to place itself underneath a running OS while the OS instance
is shifted into a virtual and controlled environment on-the-fly. This sophisticated approach is performed without any OS modification or notification and thus demonstrates
its power and purity. After its subversion, the virtualized OS seamlessly continues
execution. This chain of events allows the injected HVM rootkit to execute within the
2 Intel’s

implementation of nested paging is called Extended Page Table (EPT). AMD’s version refers to
Nested Page Table (NPT). In this thesis, we prefer the term EPT over NPT and SLAT.
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high-privileged mode, whereas the virtualized OS is moved to the less-privileged mode.3
This constellation allows an instance executing with Virtual Machine Extensions (VMX)
root privileges to intercept certain events and instructions executing with VMX non-root
privileges. As a result, it becomes very hard for in-guest malware detection mechanisms
to detect malicious applications running outside of the OS.
The original Blue Pill rootkit utilizes AMD-V hardware virtualization extensions to
transparently shift a running Windows Vista instance into a virtual environment that is
controlled by a thin VMM. As a result, this approach effectively subverts the OS on-thefly without leaving any traces that could potentially reveal its existence. In contrast to
VMBR solutions, such as SubVirt [33], Blue Pill does not require any modifications of the
boot records of the target system’s primary hard disk, BIOS, or OS internal structures.
The rootkit has been implemented in form of a kernel module with a minimal memory
footprint. That is, after the VMM has been injected, it executes entirely in memory and
does not survive system reboots. This way, Blue Pill trades off persistence (in terms of
surviving system reboots) for stealth. This makes it especially hard for post mortem
forensic analysis to find any malicious evidence. Since, the Blue Pill rootkit operates
on the level below the actual OS, this privilege level is also referred to as ring -1—as
opposed to the privileges of the subverted OS executing in ring 0. As a consequence,
the highly privileged VMM benefits from unrestricted memory and hardware access.
The rootkit may take advantage of its privileges to potentially make use of VMI-related
techniques in order to manipulate the OS’s state from the outside of the VM. In addition,
although the thin VMM does not emulate hardware devices, it is able to intercept and
manipulate hardware events. This allows Blue Pill to act, e.g., as a transparent key
logger. To hide from the guest OS, Blue Pill manages a set of private page tables that are
not visible to the guest OS. This method, however, does not prevent the guest OS from
detecting the malicious VMM through memory carving techniques.

Summary
This section concludes the chapter of foundations by summarizing attack strategies
and hiding approaches of various rootkits. We showed that defense strategies employ
virtualization technology, in particular VMI, to render effective against rootkits. The
discussed hiding approaches must be considered as part of our third goal preventing
the exposure of WhiteRabbit to malicious applications. Modern malware approaches
try to detect and evade monitoring software by incorporating techniques similar to the
presented rootkit defense mechanisms. Thus, to prevent an exposure of WhiteRabbit,
our design must consider the presented techniques. Besides, this section introduces the
Blue Pill rootkit whose general concepts concerning on-the-fly virtualization present the
basis of or work.
3 Intel

and AMD use a different nomenclature for the VM host and VM guest mode. Intel distinguishes
between the VMX root and the VMX non-root operation. Whereas AMD distinguishes between the host
mode and the guest mode.
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“Those who cannot learn from history are doomed to repeat it.”
(George Santayana)

This section provides an overview of the research that has already been done in the
past and is related to our work. Because our project combines state-of-the-art VMBRs
with modern VMI-based security applications, we divide the following into related work
that deals with general VMI techniques and work that concerns techniques provided by
modern VMBRs and HVM rootkits.

3.1 Virtual Machine Introspection
The recent trend of VMI caused an increasing number of security applications to migrate
out of the OS into a VMM. The following groups modern VMI-tools into categories
based on the underlying techniques that are employed to bridge the semantic gap.
Thus, in the following we categorize previous research into VMI employing the in-band
delivery, out-of-band delivery, and the derivative pattern.
Process Implanting (PI) is an in-band delivery approach that has been presented by
Gu et al. [24]. PI is a framework for injecting security applications into a guest VM.
More precise, the PI framework employs virtualization technology to inject security
application images into random user space victim processes running inside a VM. Vogl et
al. extend this idea with X-TIER [69], a VMI-based framework for malware detection
and removal. Both PI and X-TIER leverage and extend the functionality provided by
Linux KVM [41]. In contrast to the PI framework that hijacks user space processes,
X-TIER injects kernel modules represented in a special, platform independent format.
Both frameworks apply VM injections, e.g., to extract state information as seen by the
guest. That is, PI and X-TIER bridge the semantic gap by creating an internal view of
the guest system through injected modules and deliver this information back to the
VMM in-band. Based on this idea, our implementation of the WhiteRabbit uses a similar
in-band delivery approach through kernel module injections to correlate the gathered
in-band delivered guest state with information gathered through out-of-band delivery
and/or derivative mechanisms to determine inconsistencies.

23

3 Related Work
While most VMI applications are not compatible with existing security applications,
the approach taken by Srinivasan et al. [63] employs traditional security applications
in an isolated, trusted VM. Thus, instead of inserting code into the user or kernel
space of the guest OS, Srinivasan et al. relocate suspicious processes into the trusted
security VM for analysis purposes. In addition, system calls invoked by the monitored
processes inside the security VM are intercepted and redirected to the target VM. This
split execution technique allows the relocated processes to continue execution without
putting the security applications at risk. Srinivasan et al. refer to this technique as process
out-grafting [63]. Interestingly, the presented technique does not attempt to reconstruct
data structures by means of symbol tables or debugging symbols. Instead, process outgrafting bridges the semantic gap by making use of a second guest OS inside the trusted
security VM that is similar to the OS inside of the target VM. This means, the semantic
knowledge is not gained but rather exchanged by a similar OS instance that must be able
to host the relocated processes and provide an equivalent system call interface. While
being entirely different in its purpose and operation, WhiteRabbit applies a somewhat
similar approach when it comes to bridging the semantic gap. When implemented as a
kernel module, our implementation as well does not just reconstruct guest OS kernel
data structures by means of explicitly delivered semantic knowledge—however this
step becomes essential if using another deployment technique. Right after taking over
control of the target OS, WhiteRabbit—in form of a loadable kernel module—already
possesses the entire semantic knowledge as it has been compiled for the target OS. Yet,
this knowledge alone cannot be trusted as discussed in Section 2.3.1. Thus, our work
allows security applications using services provided by WhiteRabbit to additionally
incorporate delivered and/or derived knowledge to bridge the semantic gap.
An out-of-band delivery approach is taken by the stealthy and tamper resistant dynamic malware analysis system called DRAKVUF that has been presented by Lengyel
et al. [37]. DRAKVUF operates within the dom0 of the Xen VMM and leverages hardware virtualization extensions, LibVMI [38], Rekall [55], and Volatility [70] to perform
extensive VMI-based dynamic malware analysis. For analysis purposes, the DRAKVUF
framework creates clones of the so called origin domain requiring only minor additional
memory resources due to the Copy-on-Write (CoW) memory capabilities. To monitor
the execution path of the VM clones, DRAKVUF equips internal kernel functions with
breakpoints triggering a trap into the VMM. This allows to create execution traces efficiently, as opposed to solutions that use, e.g., EPTs to enforce coarse-grained execution
trapping on a page basis. One of the core components of the DRAKVUF framework is
the elimination of analysis traces: DRAKVUF initiates the execution of malware samples
without the need for additional in-guest agents. This is achieved through user process
injections from outside of the VM. Since, WhiteRabbit exposes a LibVMI interface to
remote applications, similar approaches for malware detection and analysis could be
realized. To be more precise, custom or prominent LibVMI-based security applications
can be employed within the context of WhiteRabbit without any adjustments. Also,
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since our work allows to take over control of the target OS on-the-fly, WhiteRabbit does
not require an explicitly prepared setup for VMI. Instead (assuming sufficient hardware
support) WhiteRabbit can be employed on general purpose systems at any time.
Following the trend of cloud computing and the supply of software components
as-a-service, Baek et al. elaborated CloudVMI [5]. CloudVMI is an out-of-band delivery
approach for public cloud platforms to provide VMI functionality as-a-service. In their
paper [5], Baek et al. propose a cloud architecture leveraging the Xen [66] hypervisor.
Their idea requires the dom0 domain—a privileged VM with access to physical memory
and hardware resources—to utilize LibVMI [38] that is indirectly controlled by user
monitor VMs through a dedicated interface called vlibVMI. In short, the vlibVMI interface comprises a client Application Programming Interface (API) and a server instance
running inside the dom0. This way, CloudVMI allows the user to provide custom VMI
tools and simultaneously make sure that cloud providers cannot simply introspect any
guest VM without additional guest OS information to bridge the semantic gap. Similar
to WhiteRabbit, CloudVMI establishes the functionality to remotely introspect running
VMs. This is done through a RESTful API allowing to introspect guest VMs via HTTP
requests. Similar to CloudVMI, the design of WhiteRabbit employs a communication
channel to remote security applications. This allows security applications to remotely
introspect the target OS, e.g., through the default LibVMI interface.
With Nitro [49], Pfoh et al. introduce a VMI-based framework for malware detection
that employs a derivative view generation approach. This means, Nitro uses its hardware architecture knowledge to gather semantic information about the guest OS. To
detect malware applications, Nitro performs hardware-based system call tracing and
monitoring by means of hardware virtualization extensions. This allows Nitro to operate
in an OS independent manner because it does not make use of any delivered semantic
information of the guest OS. A similar approach has been taken by Ether [17]. Ether,
as part of the Xen VMM, utilizes Intel VT-x hardware virtualization extensions for the
purpose of stealth malware analysis. For this, Ether manipulates the hardware managed
fast system call dispatcher location in a way that it redirects guest system calls to a fixed,
unpaged memory location. The resulting page-fault is intercepted by the underlying
VMM for system call analysis purposes. Nitro, on the other hand, intercepts not only fast
system calls, but also the traditional interrupt-based system calls managed by the IDT.
To additionally achieve evasion-resistance, Pfoh at al. apply a technique called hardware
rooting [48]. Hardware rooting associates certain high-level OS kernel data structures
with hardware components of the VM. An example made in [49] refers to rooting the
high-level IDT to the hardware IDTR. Within the context of WhiteRabbit, remote security
applications are not limited to in-band and out-of-band delivery patterns. My means
of LibVMI, remote security applications can generate a view of the target OS through
derivative approaches, e.g., similar to the system call tracing mechanism of Ether and
Nitro.
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Another derivative view generation approach is taken by Litty et al. [42] with Patagonix.
Patagonix is a hash-based validation framework running on top of the Xen VMM.
Patagonix employs binding semantic knowledge related to the MMU and the associated
paging mechanism for malware detection. This knowledge allows to reliably locate
and extract in-guest processes directly from memory and to subsequently validate their
integrity by comparing hashes of in-memory pages with values stored in a dedicated
database. A similar approach is taken by Kittel at al. [35]. In their paper, Kittel et
al. present a Linux kernel validation approach considering run-time code patching
performed by the kernel. As opposed to Patagonix, the work of Kittel et al. locates and
reproduces patching of code regions and hence is able to provide precise statements
about the kernel’s integrity. The overall VMI application combines binding and nonbinding semantic information. In fact, this approach is an aggregation of the derivative
and the out-of-band delivery view generation patterns. Similarly, besides in-band
and out-of-band delivery patterns, the design of WhiteRabbit incorporates necessary
means to support derivative view generation approaches. These can be potentially
used by remote LibVMI-based applications for kernel validation purposes. Even more,
in combination with on-the-fly virtualization, the target OS kernel can be validated
periodically through temporal injection and unloading of WhiteRabbit without inducing
virtualization overhead between checks.

3.2 Virtual Machine based Rootkits
Having covered related VMI research, the following introduces the research being done
on VMBRs and their more recent versions called HVM rootkits. Also, we provide a short
excursion into the world of rootkits occupying lower levels than VMM-based solutions.
With SubVirt [33], King et al. introduce one of the first VMBRs that can be installed
as a VMM underneath existing Linux and Windows OS installations. For this, King et
al. employ commercial VMM solutions VMware [67] and Virtual PC [45]. Similar to
WhiteRabbit, SubVirt benefits from virtualization technology hardening detection of the
high-privileged, malicious VMM by less-privileged in-guest IDSs. Also, SubVirt applies
VMI techniques to analyze and intervene services of the target guest OS. In contrast to
our implementation of WhiteRabbit, SubVirt has been designed to achieve stealth by
surviving system resets. For this, the SubVirt VMBR is stored persistently on the hard
disk. During installation, SubVirt manipulates the boot records of the target system’s
primary hard disk so that the malicious VMM is loaded during the next system boot. In
addition, the VMM implementation makes use of the Advanced Configuration and Power
Interface (ACPI) sleep states to emulate system resets to avoid being detected by analysis
software started by BIOS from a medium other than the hard disk. Thus the rootkit remains active during virtual system resets and is capable to control software coming from
virtually any bootable medium. While WhiteRabbit trades off persistence for stealth
by residing entirely in memory, it can be deployed on-the-fly without the need for an
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additional system reboot. Besides, our solution does not require any commercial VMMs.
Instead, we provide a custom microkernel-based VMM implementation designed for the
purpose of forensic analysis. Also, in contrast to SubVirt, WhiteRabbit does not require
any modification of the target system configuration.
With the rise of the hardware-assisted virtualization technology, VM-based rootkits evolved into HVM rootkits. Joanna Rutkowska, introduced the Blue Pill HVM
rootkit [57] being able to transparently move an executing OS instance into a virtualized
environment controlled by a thin VMM. The process of the OS subversion is performed
on-the-fly and in contrast to VMBR solutions, such as SubVirt, does not require an
explicit system reboot. In addition, the Blue Pill approach does not emulate hardware
but rather passes control directly to the recently virtualized guest OS. Nevertheless, the
Blue Pill rootkit can intercept hardware and software events for malicious purposes by
means of hardware virtualization extensions. The Blue Pill was initially implemented
employing the AMD-V technology for subversion of the Windows Vista kernel. In
parallel to the Blue Pill rootkit, Dai Zovi presented with Vitriol [15] a mostly similar
HVM rootkit employing Intel VT-x technology to subvert MacOS X instances. Later,
Rutkowska and Tereshkin presented the open source New Blue Pill [58]—a rewrite of
the initial Blue Pill rootkit—that also supported Intel VT-x technology. This idea has
been extended by Athreya [4] subverting a running Linux OS. Similar to techniques
of the introduced HVM rootkits our work employs Intel VT-x technology to virtualize
a running Linux OS managed by the WhiteRabbit VMM. In addition, we extend this
concept by employing VMI techniques for the purpose of forensic analysis. With WhiteRabbit, to the best of our knowledge, virtualization on-the-fly is employed for the first
time for security purposes. While the design of WhiteRabbit is not restricted to specific
hardware architectures and OSs, our implementation employs Intel VT-x to dynamically
virtualize Linux OSs. We extend the concept of Blue Pill by making use of the EPT
mechanism to evade malware. Also, instead of simply subverting an OS, WhiteRabbit
initializes an expandable, microkernel-based architecture beneath the OS in question.
Depending on the deployment strategy, the installed microkernel does not provide guest
OS dependencies and exposes a LibVMI interface to remote applications.
Besides VMBRs and HVM rootkits further approaches have been explored that express
a similar threat. Embleton et al. [19] present a proof-of-concept SMBR. Similar to VMBRs,
an SMBR executes below an OS, that is with higher privileges, and provides a high
degree of stealth. Also both rootkit variants are able to intercept and control certain
events of a running OS without the need for additional OS hooks. However, SMBR
benefit from the dedicated SMRAM memory that is not visible to software running
outside the SMM. As a result, SMBRs do not have to explicitly hide themselves as
they are hidden by design. Further, code executing within the SMM mode cannot
be interrupted and has an unrestricted view over the entire physical memory. As a
consequence, malicious code executing inside the SMM (ring -2) is higher privileged
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than the VM root mode for VMM execution environments (ring -1) and thus can detect
and elude potential VMI-based security applications. An even more privileged Intel
AMT-based rootkit (ring -3) has been developed by Tereshkin et al. [65]. The developed
Intel AMT rootkit becomes part of the context of the management engine execution
environment and thus executes on a separate chip located on the motherboard. This
chip runs entirely separated from the main CPU or BIOS and has a separate network
connection. In addition this chip remains active even when the system is in the S3 sleep
state. Similar to SMBRs and AMT-based rootkits, the general idea behind WhiteRabbit
is to remain invisible to in-guest malware by making use of higher privilege levels. Yet,
SMBR and AMT-based rootkits execute with even higher privileges than WhiteRabbit
and thus would be able to evade our implementation.
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“Imagination is more important than knowledge. For knowledge is limited
to all we now know and understand, while imagination embraces the entire
world, and all there ever will be to know and understand.”
(Albert Einstein)
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Figure 4.1: Architecture of WhiteRabbit enabling on-the-fly system virtualization and
remote VMI. The gray components perform VMI on the virtualized system.
The design and architecture of WhiteRabbit constitute a flexible VMI framework in
form of a thin, mostly transparent VMM supplying VMI capabilities to remote parties. Figure 4.1 gives an overview of the WhiteRabbit architecture. Unlike common
VMM solutions, WhiteRabbit can be seamlessly deployed on-the-fly on an active system.
This allows to transparently shift an executing OS instance into a virtual environment
controlled by WhiteRabbit for the purpose of comprehensive analysis. To combine
the concepts of virtualization on-the-fly with VMI, WhiteRabbit is transformed into a
forensic analysis framework. Therefore, we employ VMI-based techniques to achieve an
extensive analysis without the need for explicit in-guest agents that can be potentially
deluded or even by-passed by modern, sophisticated malware solutions.
This chapter addresses the goals of this thesis stated in Section 1.2 and simultaneously
provides an overview of the entire architecture. The following recapitulates the defined
goals and summarizes the approach elaborated in this chapter.
• To elaborate the design and architecture of the WhiteRabbit VMM, we consider
techniques required to shift a running OS instance into a virtual environment.
The idea behind WhiteRabbit is based on the Blue Pill rootkit [57]. This approach
allows a periodic, sporadic, or permanent system virtualization and analysis.
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• We extend the idea of Blue Pill by presenting a hiding approach that utilizes the
hardware-supported nested paging mechanism. Also, we consider common antivirtualization techniques to understand how to effectively counteract an exposure.
• As part of WhiteRabbit, we propose a VMI framework that allows to employ inband and out-of-band delivery patterns. These generate two, potentially different
views of the virtualized OS. Also, the proposed design counters malicious VMM
delusion techniques through complementary derivative mechanisms that are hard
to mislead. This way of bridging the semantic gap can be employed, e.g., as a lie
detection mechanism being able to uncover discrepancies between information
gathered from inside and information gathered from outside of the VM.
• We extend the LibVMI [38] framework so that already existing, LibVMI-based
applications can be combined with WhiteRabbit and invoked from a remote
system without the need for additional modification. We emphasize that we do
not provide any particular forensic analysis tools but rather establish a flexible
VMI framework providing services to remote forensic analysis applications.
The design of the WhiteRabbit VMI framework for forensic analysis mainly comprises
three parts that are discussed in the following sections: First, Section 4.1 introduces
the way of taking over control of the running OS in order to perform forensic analysis.
In doing so, similarly to the Blue Pill rootkit [57], WhiteRabbit virtualizes the running
OS on-the-fly. Second, Section 4.2 discusses considerations of camouflage. The goal
is to become practically invisible from the perspective of the OS and the associated
applications. And finally, Section 4.3 discusses our contribution to bridging the semantic
gap [11] as a means for performing extensive forensic analysis of the associated system.

4.1 The WhiteRabbit Virtual Machine Monitor
The WhiteRabbit VMI framework leverages a VMM that must be able to seamlessly move
a running OS into a controlled virtual environment without interrupting its execution. To
take over control of the running OS, WhiteRabbit must initialize hardware virtualization
extensions on the target system. To get a bird’s-eye perspective of the process performed
by WhiteRabbit, we discuss potential deployment techniques in Section 4.1.1 as well
as the general concepts and requirements of the on-the-fly virtualization process in
Section 4.1.2. Finally, Section 4.1.3 elaborates a VMM architecture that meets our
requirements considering the common Xen and KVM system VM architectures.

4.1.1 Deployment
Before an executing OS instance can be shifted into a virtual environment, WhiteRabbit
must be transparently deployed on the target system. We distinguish between OS dependent and OS independent deployment strategies. Both can be performed either locally or
from remote. The following considers three deployment strategies for WhiteRabbit. These

30

4.1 The WhiteRabbit Virtual Machine Monitor
comprise a local deployment through a dedicated kernel module, a remote deployment
by means of Intel AMT, and a hybrid deployment strategy utilizing DMA channels.
Kernel module: This deployment strategy employs a kernel module to set up WhiteRabbit underneath an OS. Dependent on the implementation, the kernel module
can either comprise the entire WhiteRabbit implementation or act as a means for
transportation. The former approach implements the entire WhiteRabbit functionality as a kernel module. This OS dependent strategy allows WhiteRabbit to
make use of the services provided by the target OS. Yet, the application of target
OS services must be critically regarded: They might reveal the presence of WhiteRabbit or provide false information controlled by malware. The latter approach
employs the kernel module as a loader allocating and copying WhiteRabbit in
form of an OS independent binary blob into a dedicated memory region. While
this deployment strategy is still OS dependent (the kernel module is compiled
for the OS in question), the actual WhiteRabbit implementation must not be OS
agnostic. After bringing WhiteRabbit into position, the loader jumps to the first
instruction of WhiteRabbit ultimately providing control over the entire system.
Also, the deployment of WhiteRabbit by means of a kernel module can be done
either during the process of module initialization, or by triggering the associated
functionality on demand, e.g., through the ioctl() interface. The strategy deploying WhiteRabbit during module initialization, benefits from the fact that it can be
employed as a one-shot operation by hiding all WhiteRabbit-related components
right after the module has been loaded into the kernel memory. The employed
hiding mechanism will be presented in more detail in Section 4.2.2.
Intel Active Management Technology: The Intel AMT technology for hardware-based
remote system management can be used for remote WhiteRabbit deployment.
Intel AMT is built into a dedicated chip on the motherboard with its own network
connection and DMA to the host’s memory. This technology allows an administrator to remotely load and execute WhiteRabbit on the target system in form of
an OS dependent kernel module or an OS independent binary blob. The deployment strategy by means of a kernel module extends the approach that has been
described above by the fact that it can be carried out from remote. Therefore, Intel
AMT grants administrators full access to the remote target system, e.g., through
an isolated VNC server with full KVM (Keyboard, Video, Mouse) support.
Direct Memory Access: Another idea is to make use of the DMA channel. The DMA
system is employed to enable direct, high-speed communication between devices
and the host’s physical memory—without explicit CPU and OS interventions. By
taking the role of a bus master, hardware devices can initiate communication and
hence arbitrary access (assuming no IOMMU implementation) to other node’s
memory. In this way, certain hardware-interfaces employing DMA (e.g. FireWire,
Thunderbolt, and USB OTG) can be abused to read or write arbitrary memory.
Consequently, an attacker can side-step security applications running inside of
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the OS. Similar to the motivation of adversaries, the deployment of WhiteRabbit
must be transparent for the OS and therein executing malicious applications. Code
injection through DMA can be considered a valid solution. Yet, after a successful
code injection in form of an OS independent binary blob, the system would need
additional means to execute the payload representing WhiteRabbit. For this, e.g.,
Intel AMT can be used to establish a remote terminal emulation session and
perform the required steps to initiate execution of WhiteRabbit. Intel AMT makes
use of the DMA channel to access the host’s memory. Yet, it must be investigated
whether it is possible to legally write to arbitrary memory addresses from remote.
This task is considered as part of future work.
For simplicity reasons, we will assume a local deployment in form of an OS dependent
WhiteRabbit kernel module in the following sections.

4.1.2 Virtualization On-the-Fly
Hardware virtualization extensions have greatly contributed to the implementation of
modern VMs. The introduction of the Intel VT-x [28] and AMD-V [1] hardware virtualization support enables efficient virtualization [51] of x86-based guest architectures.
The Blue Pill rootkit [57] demonstrates how virtualization extensions can be abused to
shift a running OS into a virtual environment controlled by a thin VMM. Precisely this
process of on-the-fly virtualization has strongly inspired the design and architecture
of WhiteRabbit. The conceptual design of our project employs Intel VT-x hardware
virtualization extensions to virtualize an executing Linux OS on-the-fly by placing the
WhiteRabbit VMM between the hardware and the target OS. Although we base our work
upon the Intel architecture to virtualize a Linux OS, the general idea is by no means
limited to Linux or the Intel architecture. This means that other architectures supporting
comparable virtualization technology, such as AMD-V, with similar functionality can be
utilized to virtualize also other OSs on-the-fly. While virtualization extensions on ARM
can be used to perform a similar task, they require certain prerequisites to be used for
our purposes. We will discuss virtualization on-the-fly on ARM in Section 7.2.
Before diving into details of the on-the-fly virtualization process, we provide a brief
recapitulation of virtualization extensions on Intel architectures. The Intel virtualization technology comprises a set of Virtual Machine Extensions (VMX) that simplifies the
process of virtualization. These comprise two additional modes, namely the VMX root
operation and the VMX non-root operation. The traditional x86-based protection mechanism provides four privilege levels—numbered from 0 to 3—that are referred to as
protection rings. The Intel VT-x architecture duplicates this set of protection rings to
provide full compatibility for systems running in both the VMX root and VMX non-root
operation. Figure 4.2 shows the protection rings of the VMX root and VMX non-root
operation modes. Typically, a VMM operates in the high-privileged VMX root operation,
whereas the guest operates in the less-privileged VMX non-root operation. Assuming
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Figure 4.2: Protection rings and transition between VMX root and VMX non-root [28].
correct hardware initialization that is discussed in the following, the guest enters the
VMX non-root operation as soon as the VMM invokes the VMLAUNCH or the VMRESUME
instruction. On the other hand, the guest VM returns control to the VMM by means of
explicit or implicit VM exits. Explicit VM exits occur by explicitly invoking the VMCALL
instruction. As a result so called hypercalls are generated that are intercepted by the
VMM. This mechanism is used for direct communication with the VMM, e.g., in the
context of paravirtualization. Implicit VM exits occur on invocation of privileged or
sensitive instructions, or upon certain hardware events such as interrupts and exceptions.
The VMM must invoke the VMXON instruction to enter the VMX root operation. Before the guest VM execution can be initiated, the VMM must allocate and initialize a
hardware defined data structure called Virtual Machine Control Structure (VMCS). The
VMCS is maintained in a dedicated memory region—the VMCS region—that must
be made available to the CPU by means of the VMPTRLD instruction. Then, the data
structure can be read and written by the instructions VMREAD and VMWRITE. The VMCS
manages transitions between the VMM and a particular guest. This is done by holding
the entire guest virtual CPU state that is loaded on VM entries and the host CPU state
that is restored on VM exits. If the guest requires multiple virtual CPUs, the VMM
must allocate and appropriately initialize additional VMCS data structures—one for
each virtual CPU. The same applies for the management of multiple VMs. Besides, the
VMCS holds execution control fields that determine the behavior of the guest VM, e.g.,
upon execution of certain instructions or upon arrival of particular hardware events. By
configuring these control fields, the VMM defines the set of events that will trap into
the VMM, e.g., for the purpose of analysis and/or intervention. Further organization of
the VMCS comprises control fields determining the behavior during VM entries and
exits and the information describing particular events that caused a VM to exit.
Having covered the basics of the Intel VT-x hardware-assisted virtualization, we
further discuss the tasks that are required to place WhiteRabbit as a VMM beneath a
running target Linux OS. Figure 4.3 illustrates the process of virtualization on-the-fly
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Figure 4.3: On-the-fly virtualization process.
from a birds-eye perspective. In short, right after the initialization of WhiteRabbit, the
running OS is shifted into a virtual environment controlled by WhiteRabbit. This means,
WhiteRabbit seamlessly takes over control over the entire system with the objective to
provide a flexible VMI framework (that can be used, e.g., for forensic analysis of the
spontaneously virtualized OS). The individual tasks performed by the VMM are best
described with help of the taxonomy introduced by Popek and Goldberg in [51]. In
their paper, they describe a VMM as a modular control program, whereas the modules
of the control program belong to three groups consisting of an allocator, a dispatcher,
and an interpreter group. By following their definition, below we distribute the tasks
of WhiteRabbit across these three groups. To complement the description, Figure 4.4
presents a simplified flow diagram of each individual group.
Allocator: The allocator must be able to place a running OS instance into a virtual
environment maintained by the WhiteRabbit VMM. A simplified version of this
migration process is shown in Figure 4.3. The tasks of the allocator are briefly
summarized on the left in Figure 4.4. It is the task of the allocator to take all
necessary precautions so that the target OS to be virtualized continues execution
inside a VM without being aware of the fact that something has changed. To
achieve this, the allocator must provide sufficient resources for both the host VMM
and the guest VM. These resources must be maintained in such a way that the host
becomes isolated from the guest. The desired outcome is to provide the illusion
to the guest VM of having access to all system’s resources. This is achieved by
means of the Intel VT-x virtualization extensions. The allocator initializes the
VMCS data structure as described above. By doing so, the allocator records the
current state of the system—that is before guest virtualization—in the part of the
VMCS data structure representing the guest’s state. This state comprises control
and configuration registers determining the system’s behavior. Also, the allocator
must set up the host state and register the entry point of the VMM that is executed
at every VM exit in VMX root operation. WhiteRabbit does not emulate any
hardware resources. Instead the allocator configures the VMCS in a way that the
VM is granted direct access to the hardware. Yet, the allocator may enforce events
of interest to be intercepted by the VMM for analysis purposes. These comprise
hardware events, execution of certain instructions, and access to system registers.
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Figure 4.4: A simplified flow diagram of the virtualization on-the-fly process.
Since the deployed VMM executes directly on bare metal it requires certain
subsystems, such as the memory management and device drivers. Thus, right after
initial employment of the hardware virtualization extensions, the allocator must set
up and initiate the use of these subsystems. Further, the VMM requires the setup of
dedicated interrupt handler routines that are required, e.g., as part of the memory
management or device communication. As a result, WhiteRabbit is assigned
a role similar to an OS and hence becomes completely independent from the
recently virtualized guest OS. We propose a microkernel concept with only minimal
services that must be set up by the allocator. This approach has the advantage
that additional components may build upon the minimal WhiteRabbit VMM to
increase its functionality. Further VMM design considerations are discussed in
Section 4.1.3.
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Finally, to provide stealth, the allocator hides the code and data sections associated
with WhiteRabbit and makes them entirely unavailable to the guest VM. Hiding
techniques are applied, e.g., by modern kernel mode rootkits (Section 2.3.1).
These techniques have the general disadvantage of being detectable, e.g., through
memory carving or correlation of process related information gathered from the
SLAB kernel memory allocator with the process list. Other approaches, such as
the one taken by the Blue Pill rootkit, utilize a set of so called Shadow Page Tables
that are maintained by the VMM. By using the Shadow Page Tables approach,
on page-faults, the guest traps into the VMM which is responsible to provide a
mapping as it sees fit. This way, the VMM can hide its presence by translating the
guest virtual addresses into host physical addresses that are not used by the VMM
itself. This is a very complex and time consuming operation. We propose the use
of hardware supported nested paging mechanism by utilizing the EPT of the Intel
VT-x architecture. This is covered in more detail in Section 4.2.
Dispatcher: As shown in Figure 4.4, once the allocator has finished its task, it resumes
the execution of the OS that is now located inside a VM. Through the invocation
of the VMLAUNCH instruction the hardware switches the state to the guest state
represented by the VMCS and continues the execution of the OS from the point
(to be more precise from the position where the virtual program counter points to)
that has been configured by the allocator. At this point the task of the allocator is
completed and becomes obsolete. Thus, one could place the allocator, e.g., into a
dedicated __init section, to allow to eventually detach and destroy the memory
region occupied by the allocator during the process of hiding.
The dispatcher can be regarded as a scheduler, whose responsibility it is to
determine—based on the VM exit reason—which task to perform next. Within
the context of our work, the dispatcher benefits from its simplicity and its small
code footprint. The dispatcher is represented by the minimalistic WhiteRabbit
VMM that executes in the privileged VMX root operation mode. Execution of the
dispatcher is triggered on every VM exit. This means both implicit and explicit
VM exits cause the guest VM to trap into the VMM. For this, the entry point of the
dispatcher must be made available to the CPU by the allocator as mentioned above.
Since general purpose CPU registers are not part of the VMCS, it is the task of the
dispatcher to safely store and maintain these registers in a dedicated data structure
(that complements the contents of the VMCS). Consequently, the VM state that has
been modified by operations that are performed on behalf of the dispatcher must
be restored before the next VM entry. Upon a VM exit, the dispatcher analyzes the
VM exit reason that caused the guest to exit before it resumes the guest operation.
Based on the VM exit reason the dispatcher decides which operation must be
performed. It is the interpreter—shortly described below—that is responsible to
actually perform certain tasks on behalf of the dispatcher.
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Interpreter: After having analyzed the cause of a VM exit, the dispatcher relays the
execution towards the interpreter, as can be seen in Figure 4.4. The general task
of the interpreter is to simulate the behavior of guest instructions and hardware
events that trapped into the VMM. In the face of hardware virtualization extensions the instruction set comprises the class of unconditionally and conditionally
trapped instructions. Unconditionally trapped instructions represent privileged
instructions that trigger VM exits unconditionally when executed in VMX nonroot operation. These include, e.g., the CPUID instruction on Intel architectures.
Conditionally trapped instructions trigger VM exits only if the associated sensitive
instructions have been configured by the allocator to be trapped. The same applies
to hardware events, comprising among others external interrupts and exceptions.
This means, it is the task of the interpreter to provide a simulation routine for
every instruction and hardware event that is trapped by the VMM. In this case the
interpreter emulates the operation as intended by the guest VM and appropriately
updates the guest state to provide coherent guest execution.
In addition to the role of a generic VMM, WhiteRabbit benefits from its intermediate position located in between the hardware and the guest OS. This advantage
can be used for analysis purposes. Because of the fact that the interpreter of
WhiteRabbit is in the position to manipulate the state of the guest VM, it can
be leveraged for VMI purposes to enable, e.g., a powerful malware detection or
analysis framework. For this, the interpreter part of the VMM can be expanded by
user space components that are able, e.g., to derive semantic information of the
guest OS by applying extensive hardware knowledge. Also, the position of the interpreter perfectly fits the implementation of other view generation patterns, such
as in-band and out-of-band delivery approaches. A more complete architecture of
the VMI component as part of the interpreter is discussed in Section 4.3.
In general, the operation of physical machines often slightly differs from the
operation of their virtual versions. These differences concern both timing and
CPU semantics behavior [60]. When it comes to timing, one mostly assumes that
instructions that are intercepted by the VMM potentially require more execution
time as they would on bare metal. To prevent exposure of the underlying VMM,
the interpreter can emulate local time sources. On the other hand, external time
sources such as NTP are impossible to fake. CPU semantics differences arise
due to the fact that some effects induced by certain instructions are not part of
the specification and thus are not considered in common VMM implementations.
This information is being used to detect the presence of VMMs by means of VM
implementation differences, as presented in [43, 56, 60]. As a result, malware
applications use a specially crafted sequence of instructions that is referred to as
a pill [60] that can uncover the presence of a VMM. Thus, to counter potential
exposures, the interpreter can incorporate certain knowledge that is specific to
the particular architecture to correct the differences between the physical and
its virtual replica. This approach, however, requires the exact knowledge of the
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underlying hardware architecture. Shi et al. propose in [60] a Cardinal Pill Testing
approach that is able to enumerate the behavior specific to a certain hardware
architecture. This knowledge can be utilized by the interpreter.

4.1.3 Design Considerations
To support OS virtualization on-the-fly we define multiple properties that must be met
by the WhiteRabbit VMM. These properties are shortly elaborated in the following.
System VM: Generally, our design requires a system VM to provide a virtual environment for the running OS. For this, the WhiteRabbit VMM must implement the
same target ISA as needed by the OS to be virtualized. In addition, to allow the
process of on-the-fly virtualization (Section 4.1.2) and to effectively hide from
malicious applications by means of the nested paging mechanism (Section 4.2), we
define the VMM to employ hardware virtualization extensions.
Self-sufficiency: Similar to hosted VMs, WhiteRabbit can be designed in a way so
that it could make use of services provided by the OS to be virtualized. For
instance, if loaded as a kernel module, the VMM can simply keep the OS kernel
memory mapping as part of its page tables and continue to use the exported
kernel functions. Although this approach enormously reduces the complexity of
the VMM implementation, it simultaneously increases the risk of being detected
through simple kernel function hooks placed by malware. Because of this, we need
a VMM that is self-sufficient and entirely independent of the OS to be virtualized.
Size: To reduce its attack surface and to prevent a precautious malware evasion, the
VMM should be placed in position without attracting attention. These points can
be achieved by reducing the size of the VMM.
Besides, to incorporate additional functionality concerning the on-the-fly virtualization and VMI capabilities, we employ open source solutions. Also, we consider the
implementation of an entirely new VMM concept that is designed to virtualize an OS
on-the-fly and to provide a framework offering VMI services to perform forensic analysis
of the previously virtualized OS. Popular system VM solutions are provided, among
others, by Xen [7] and Linux KVM [41]. In the following, first we discuss both system
VM alternatives in respect to their suitability for WhiteRabbit. Then, we elaborate a
design that fits our expectations in regard to the WhiteRabbit VMM.
The Xen VMM
The Xen VMM [7, 13, 66] is placed directly on bare metal presenting a native system VM
as illustrated in Figure 4.5. Xen implements a microkernel-based, resource-managed
VMM, hosting multiple guest VMs—in Xen jargon the so called domains or simply doms.
These domains may or may not be paravirtualized. For security reasons, Xen provides a
very thin layer providing only essential functionality required for VM CPU state and
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Figure 4.5: The architecture of the Xen-based native system VM hosting a privileged
control domain dom0, a paravirtualized, and a HVM domU guest.
virtual memory management and scheduling. Instead of providing device drivers as part
of the VMM, Xen delegates device drivers to the individual domains. To further exclude
complexity from the VMM itself, Xen encapsulates the domain management tasks in a
dedicated, privileged domain that is referred to as the dom0. This domain comprises a
modified, paravirtualized Linux kernel and exposes the so called control interface that
allows to manage the entire system setup. Thus, dom0 provides an isolated stack of
management tools that is responsible for creation and maintenance of unprivileged
domains, called domU—with U standing for unprivileged. The paravirtualized Linux
OS inside of the dom0 executes in the protection ring 1 making place for the actual
VMM to run in ring 0. Besides VM management, it is the task of dom0 to establish
communication between paravirtualized domU guests and the physical hardware by
means of a so called split driver mechanism. The split driver architecture allows to share
physical devices between multiple VMs without risking that a compromised VM might
claim the device for itself and hence potentially influencing other VMs. A split driver
architecture typically consists of three components: a split device driver, a multiplexer,
and a real device driver. The front end of the split device driver is typically part of a
domU guest, providing minimalistic functionality required to communicate with the
split driver’s back end, e.g., through shared memory. The back end resides within
the dom0 guest multiplexing incoming driver communications and providing access
to the real device driver. In the presence of hardware virtualization extensions, the
Xen VMM is able to manage HVM guests. In contrast to paravirtualized guest VMs,
where certain sensitive instructions must be replaced by hypercalls, the HVM guests
remain unmodified. As a consequence they can be unaware of the fact that they are
being virtualized. In this case, the domU guests can execute in protection ring 0 as
originally intended. Also virtualization-unaware guests cannot use the split device
driver concept. Instead, the Xen VMM provides emulated devices—each for one VM. In
both concepts, Xen expects the domU guests to trap into the VMM through hypercalls in
paravirtualized guests or through explicit configuration of the hardware virtualization
technology. Thus every time the domU guests try to access hardware resources, the
corresponding request must be forwarded by the VMM to the dom0.
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In general, Xen presents a valid VMM candidate for our purpose. The defined hardware requirement concerning hardware-assisted virtualization is supported by Xen to
provide full system virtualization of HVM guests. This means, Xen is able to provide
a virtualized environment for a guest OS without the need for its modification. Also,
the microkernel-based character of Xen is entirely self-sufficient and does not require
any additional OS services. Thus, the Xen VMM can execute directly on bare metal
independent of the OS to be virtualized. The part of Xen comprising the VMM is of
special relevance. Its small size is a benefit within the context of WhiteRabbit: The VMM
would not need much resources during its initialization. As a result, it would not attract
too much attention while being loaded. Clearly, the original Xen implementation would
require additional modification so that it could be loaded and initialized, e.g., in form of
a kernel module. However, the implementation overhead required to transform the Xen
VMM into a suitable representation must not be underestimated. Assuming, the Xen
could be injected into the system’s memory, during initialization, the dom0 would need
to be located and parametrized by the same kernel module. This process would need to
additionally modify the already paravirtualized OS of the dom0 so that it partially skips
the boot process of the entire system, as the system is already running. Considering the
number of different subsystems that would need to be initialized—similar to a normal
boot process—this approach would take a lot of time. On the other hand, in the face of
WhiteRabbit, the original purpose of the dom0 could be changed. The bulky OS can be
replaced by functionality that is set up by the VMM itself. This would eliminate the need
for an additional OS and allow to implement services required for VMI. Also, device
driver support and emulation of physical devices could be removed as we do not initialize multiple VM instances and also do not need to emulate any devices. The idea is to
allow the OS to be virtualized to directly access physical devices. Critical devices, however, that could potentially reveal the presence of the VMM however must be intercepted.
In short, Xen is a potential candidate for our project as it meets our requirements.
However, the enormous implementation effort must not be underestimated to transform
the Xen VMM into a suitable representation that can be loaded into the memory of a
running system. One could use a dedicated Linux kernel as intended by the original
Xen architecture. However, an injection of an additional kernel in form of a second VM
would not only blow up the size of the injected code, but also dramatically increase the
complexity and initialization overhead. On the other hand, providing a minimalistic
custom environment instead of a Linux kernel based dom0 would provide only dedicated
functionality that could be set up providing less attraction.
The Kernel-based Virtual Machine
The approach taken by the KVM [36, 41] whose architecture is shown in Figure 4.6 is
referred to as a hosted system VM. KVM makes use and complements the services of the
underlying Linux OS transforming it into a VMM leveraging hardware virtualization
extensions. The virtualization takes place in both, kernel and user space. In user space,
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an application may create and start execution of a VM. This is done by means of the
ioctl() interface of the device node /dev/kvm. The execution initiation of a VM causes
the part of the VMM running as part of the host OS kernel to allocate sufficient resources
for the VM in question and execute the guest until it is interrupted. To emulate a specific
hardware device and thus to handle the operation that interrupted the guest execution,
an additional user space component is needed, which is usually handled by QEMU [54].
For each VM instance created by KVM, a QEMU user space application is initiated to
provide the guest VM with emulated hardware devices, such as network or graphics
cards. Thus, KVM intercepts every I/O operation of the guest VM and redirects it to the
QEMU user space process, where it is appropriately handled.
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Figure 4.6: The architecture of the KVM-based hosted system VM managing guest VMs
by means of an underlying host OS.
The KVM-based VMM provides the entire functionality that is required to subvert
a running OS. In order to realize the design of WhiteRabbit, the original idea of KVM
would need to be inverted: Instead of initializing a guest VM that is maintained by Linux
KVM, the kernel module could be modified so that it would initialize the hardware
virtualization extensions in such a way that the hardware would place the underlying
Linux OS into a less-privileged, virtual environment inside the VMX non-root operation.
By following this approach, KVM would need to make the part of the KVM VMM that
corresponds to the dispatcher and interpreter of the WhiteRabbit design to be placed
into the high-privileged VMX root operation. To isolate this part KVM could make
use of the nested paging mechanism that is typically provided by modern hardware
virtualization technology. Thus, every access to the memory occupied by the actual
VMM would be trapped by the VMM itself or transparently redirected to a different
physical memory region. Also, since KVM is already implemented as a Linux kernel
module, the implementation effort of the functionality that is required to transform KVM
into a VMM capable to dynamically place a running OS into a virtualized environment
could be done in a conceivable time. The device emulation requires an additional user
space component, represented by the QEMU process. Since we do not intend to emulate
hardware within the context of WhiteRabbit, the hardware emulation support could be
removed from the original KVM implementation. Another idea is to move the hardware
emulation process into an isolated virtual environment that is executed outside of the
OS instance to be virtualized. This, however, would require the implementation of an
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additional execution environment for the QEMU process, e.g., in form of an additional
OS. Besides, the use of KVM as a VMM within the context of WhiteRabbit would
limit the use of our project to the subversion of Linux OSs. Nevertheless, KVM can be
considered as a valid candidate.
The WhiteRabbit VMM
The architectures of the popular Xen and KVM-based VMMs present arguably legitimate
solutions that could be utilized as a VMM within the context of WhiteRabbit. However,
both approaches are specialized for an entirely different purpose and thus require a
tremendous amount of work before being able to push themselves on demand underneath an already executing OS. As a consequence, instead of trying to adjust an already
existing, general-purpose VMM solution to meet our goals, we suggest an entirely new
microkernel-based architecture that is specially designed for on-the-fly virtualization of
a running OS. The proposed architecture is given in Figure 4.7.

I/O

VMI

Mem Mgt

Applications
OS

VMX
non-root

ring0

ring0 ring3

VMX
root

ring3

VM0

Device
driver

WhiteRabbit
Hardware

Figure 4.7: The architecture of the WhiteRabbit VMM.
Following the properties stated at the beginning of this section, the architecture of the
WhiteRabbit VMM composes, similar to Xen, a minimalistic microkernel-based native
system VM running directly on bare metal without the need for an additional OS. The
deployment of the VMM and maintenance of the subverted OS require WhiteRabbit to
leverage hardware virtualization extensions. As shown in Figure 4.7, the subverted OS
is placed on demand into a virtualized environment inside VMX non-root operation.
At the same time WhiteRabbit must continue execution inside VMX root operation.
Unlike Xen, the WhiteRabbit VMM removes the overhead induced by an additional
dom0 management VM with a separate Linux kernel. Instead, the proposed architecture
maintains only essential functionality that is required to maintain the VM. This approach
limits the size and overhead of WhiteRabbit and hence it can be deployed without attracting too much attention. The microkernel character of WhiteRabbit reduces the
complexity and size of the VMM by implementing only essential functionality inside
the high-privileged protection ring 0. This functionality comprises the components
that are distributed across the allocator, interpreter, and dispatcher, as introduced in
Section 4.1.2. Additional components that are required for memory management, VMI
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functionality, and dedicated communication with remote parties are placed in the less
privileged protection ring 3. This microkernel architectural choice isolates the user space
(ring 3) applications from the guest OS and additionally hardens the system as crashes
of individual user space components would not affect the operation of the entire system.
Also, this approach allows to implement further user space components for various
purposes that can make use of the generic interface exposing services provided by the
WhiteRabbit VMM. As opposed to the KVM-based VMM, to become entirely autonomic,
WhiteRabbit provides a custom memory management system that cuts off remaining
dependencies to the OS that is being virtualized. Thus, WhiteRabbit does not depend
on the OS provided memory management operations that could be potentially observed
and controlled by adversary applications. Considering the WhiteRabbit deployment
through a kernel module, during initialization of the VMM, blocks of memory must be
allocated via functionality of the OS to be virtualized. This memory, does not reveal any
information that is, e.g., stored within the SLAB allocator data structures. In case WhiteRabbit is deployed in an OS independent way—for instance through DMA or Intel AMT
as discussed in Section 4.1.1—the memory region required by WhiteRabbit needs to be
allocated by means of the currently active page tables. This means, WhiteRabbit would
need to look for not mapped memory locations. In both cases, since the applied VMM
hiding technique makes use of the hardware supported nested paging mechanism, the
allocated memory blocks would become entirely invisible for the guest OS as described
in more detail in Section 4.2. WhiteRabbit uses only custom provided functionality
without the need for any OS services so that it can be used to subvert not only Linux but
also other OSs. This requires an OS independent deployment approach. Therefore, the
WhiteRabbit implementation would potentially require custom packer routines for its
deployment instead of being loaded as a kernel module. That is, after the WhiteRabbit
code has been placed into the host’s memory, an additional instance must perform
initialization steps (such as temporarily mapping the memory region in question into the
host’s address space) before providing execution to WhiteRabbit. Finally, to grant access
to the provided VMI functionality from remote clients, the WhiteRabbit architecture
maintains dedicated I/O device drivers that manage a separate secure communication
channel, whose operation is either entirely cut off or must be multiplexed with the
virtualized guest OS.
In short, the design of the WhiteRabbit architecture meets our design considerations.
The presented architecture comprises a system VM making use of hardware virtualization extensions. The utilization of hardware virtualization extensions enables the
support of the same target ISA as required by the OS to be virtualized. Also it allows
to effectively hide the VMM as will be discussed in more detail in Section 4.2. In
addition, the WhiteRabbit architecture does not depend on services of the target OS
and can be deployed in an OS independent manner (Section 4.1.1). Finally, to reduce its
attack surface, the architecture incorporates only essential functionality that allows to
consolidate VMI services with on-the-fly virtualization.
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4.2 Down the Rabbit Hole - Becoming Invisible
Modern malware often tries to detect and evade analysis tools [20]. That is, to avoid full
disclosure of the internals, a sophisticated malware application would behave differently
by trying not to expose itself if it believes it is being monitored [60]. Garfinkel et al. [20]
claim that perfect virtual machine transparency—the ability of being indistinguishable
with real hardware—is not feasible in practice. Nevertheless, the idea behind WhiteRabbit is to avoid disclosure of its presence as much as possible. Our motivation behind
the process of hiding is arguable similar to the one of malicious applications trying to
avoid full disclosure. Our intention behind this is, however, rather similar to modern
malware detection and analysis approaches: WhiteRabbit attempts to become mostly
invisible even to sophisticated malware solutions. To achieve this, it has to provide
confidence of being undetected to malicious applications so that it could be used, e.g.,
to detect and analyze their original behavior. To define how WhiteRabbit can be made
transparent for the guest OS including potential malicious applications, one must first
consider what could potentially reveal the presence of the VMM. Therefore, in Section 4.2.1, we present a taxonomy of categories that could be used to reveal the presence
of WhiteRabbit. Based on the presented taxonomy, we present in Section 4.2.2 ideas to
sidestep the introduced anti-virtualization techniques.

4.2.1 Anti-Virtualization Taxonomy
The recent past [60] has shown that malware applications make increasingly use of
anti-virtualization and anti-debugging techniques. Chen et al. [12] introduced a general
taxonomy for these techniques. Anti-virtualization and anti-debugging techniques are
based on the assumption that physical and virtual machines have certain discrepancies
that can be used by malware applications to detect and evade analysis mechanisms
in sandboxes. These discrepancies are classified by Chen et al. in categories that can
reveal the presence of a sandboxed analysis environment. Because of the fact that not
all categories introduced by Chen et al.—such as the presence of virtual devices—are of
relevance for WhiteRabbit, we focus on categories that require closer attention. These
are shortly introduced in the following.
Execution environment: VMs often use an adopted, slightly different execution environment for guest OSs compared to native execution. These comprise different
factors, such as the use of different kernel address mappings and the process’
image integrity (the original process can be modified due to instrumentation). In
the face of WhiteRabbit, the critical component is presented by memory artifacts.
Consequently, WhiteRabbit must hide its presence in memory.
Hardware: The hardware category comprises, among others, the use of virtual devices
that can be identified through well-known attributes. Also well-known drivers
may expose the presence of debuggers or VMs. In the previous sections, we
focused on the WhiteRabbit deployment process by means of a kernel module.
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Kernel modules belong to the category of drivers. This means—assuming sufficient
privileges—a malicious application could reveal the presence of WhiteRabbit by
simply going through the list of loaded kernel modules. Thus, if WhiteRabbit has
been deployed through a kernel module, it must delude malicious applications by
appropriately adopt all data structures that could reveal its presence.
Behavior: The most critical category deals with behavioral discrepancies between physical and virtual environments. These comprise, among others, timing overhead
induced, e.g., by emulation or analysis. Also, the execution results of certain
instructions can be different. This is the result of the fact that certain instructions are not sufficiently documented within the architecture specification. The
category of behavioral discrepancies can only be partially addressed. The lack
of hardware behavioral knowledge can be learned through massive testing [60]
and potentially simulated by a VMM. The main issue is presented by timing
attacks: If an adversary has access to external time sources, such as NTP, she could
detect discrepancies caused by the virtualization overhead. This category is shorty
addressed by WhiteRabbit and can be regarded as future work.

4.2.2 The Hiding Process
WhiteRabbit can be deployed in different ways—e.g., in form of a kernel module or
through direct memory injections (Section 4.1.1). To ensure that WhiteRabbit is hidden from potentially malicious applications, both approaches must perform certain
steps to delude anti-virtualization techniques briefly introduced in the previous section.
These steps must ensure that WhiteRabbit cannot be found through memory carving
approaches performed by malicious applications running on top of the recently virtualized OS. Also, in case WhiteRabbit is being deployed as a kernel module, WhiteRabbit
must make sure that it does not leave any traces, e.g., in form of information stored in
the OS kernel data structures that have been initialized during the process of kernel
module loading. Within the context of the hiding process, we associate the memory
footprint of WhiteRabbit with the execution environment category and the traces being
left by a kernel module with the hardware category of the anti-virtualization taxonomy.
WhiteRabbit copes with both anti-virtualization techniques by employing the nested
paging mechanism that is part of modern hardware virtualization extensions. In Intel
jargon the implementation of nested paging is called Extended Page Table (EPT).
The EPT mechanism is used to virtualize physical memory. A simplified physical
memory virtualization process using EPTs is illustrated in Figure 4.8. In short, the EPT
mechanism complements the general address translation of virtual/linear addresses to
physical addresses through page tables performed by a guest VM. Therefore, a second
level of address translation is introduced. This approach basically maps Guest-PhysicalAddresses (GPAs)—the physical memory addresses as seen by guest VMs—to HostPhysical-Addresses (HPAs)—the system’s physical memory—through an additional
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Figure 4.8: Address translation of Host-Virtual-Addresses and Guest-Virtual-Addresses
to Host-Physical-Addresses through page tables and EPTs.
set of page tables (EPTs) that is managed by the hardware. This functionality controls
the physical memory that can be accessed by a guest VM by means of the underlying
hardware. Access to physical memory that is not mapped in the EPTs is restricted to
the associated guest VM and results in a VM exit. Since the EPT mechanism enables
a transparent address translation mostly without software intervention, it enormously
simplifies virtualization and management of the physical memory and reduces the
overhead induced by software shadow page tables used, e.g., by Blue Pill. The following
presents how WhiteRabbit utilizes EPTs to cope with anti-virtualization techniques
concerning the execution environment, hardware, and behavior.
Execution environment: A potentially malicious guest application is able—assuming
sufficient privileges—to carve the physical memory, e.g., for signatures that would
reveal the presence of a VMM. To prevent an exposure in memory, WhiteRabbit
makes use of the EPT mechanism in a way that the physical memory representing
the code and data segments of WhiteRabbit are made invisible to the guest. It
is the task of the allocator, introduced in Section 4.1.2, to locate the dispatcher
and interpreter part of WhiteRabbit (together with the memory that is required
for further execution) in memory. Also, the allocator initializes the EPTs in a way
that access to these memory locations originated from the guest VM are either
forbidden or redirected to another location. The former approach would result in
a trap into the WhiteRabbit VMM that would need to be appropriately handled
(e.g., by providing invalid data to the guest VM). The latter approach would make
the memory presence of WhiteRabbit entirely invisible to the guest VM without
additional software overhead.
A problem arises if WhiteRabbit is deployed in form of a kernel module. In that
case, right after deployment of WhiteRabbit, the first instruction of the guest VM
would be one of the last instructions of the kernel module that has shifted the
OS into a virtual execution environment. This means, the WhiteRabbit kernel
module—now running inside of the guest VM—would need to return a value to
the Linux kernel to finish the process of kernel module loading. Right after the
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execution of the kernel module initialization routine—that has been explicitly made
available through the macro module_init()—the Linux kernel initializes, among
others, remaining entries of the struct module representing the WhiteRabbit
kernel module. The struct module is located in the kernel module’s memory that
has been previously masked within EPTs as shown in Figure 4.8. Also the kernel
performs steps to deallocate the memory that has been used for the initialization
of the WhiteRabbit kernel module and is not part of its core sections. Therefore,
the kernel must be able to access the memory that has been previously made
invisible to the guest OS. The remaining part to the solution of this design issue is
presented as part of the hardware category described in the following paragraph.
Hardware: Another relevant anti-virtualization category tries to reveal the presence of
sandboxed analysis environments by inspecting the system’s hardware drivers
including loaded kernel modules. Thus, WhiteRabbit must make sure it does not
leave any traces inside of OS kernel data structures if it was deployed in form of a
kernel module. This can be achieved similarly to hiding processes of rootkits (Section 2.3.1). The data structure struct module represents kernel modules, which
are maintained in a doubly linked list. Following the DKOM rootkit approach, by
unlinking the module from the associated linked list the particular module will
become invisible to the file /proc/modules and all applications (including lsmod)
gathering their information from the proc filesystem, respectively. This can be
done by locating the current module via the section __this_module containing
the module data structure and subsequently unlinking it from the associated list.
Besides, the sysfs filesystem exports information in form of files and directories
of nearly all objects that are known to the kernel [44]. Thus, it also contains
information about every (legally) registered kernel module. This information is
located in the /sys/module/ directory and comprises, among others, the required
memory size of the module. To hide the module information from the sysfs, the
created kernel object that was registered as part of the sysfs needs to be destroyed.
At this point, one could argue that the kernel module would become invisible
to lots of applications, including common malware approaches employing antivirtualization techniques. To additionally prevent memory carving approaches
from deducing the presence of the WhiteRabbit kernel module, it must employ the
EPT mechanism. As described in the previous paragraph, the utilization of the EPT
mechanism alone leads to an issue during the execution of the hidden module. To
solve this issue and simultaneously consider the points presented in this paragraph,
we propose an approach that forces the guest VM to destroy the memory and
data structures associated with the WhiteRabbit kernel module but simultaneously
continue its execution under the camouflage of the EPT mechanism.
A simplified version is illustrated in Figure 4.9. First, the WhiteRabbit kernel
module must relocate its code and data segments during initialization to another
location in memory. The relocated module is represented as module’ in the
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Figure 4.9: Hiding WhiteRabbit through relocation and the EPT mechanism.
figure. It is important to perform the relocation after the initialization steps that
modify the module’s state in the data segment. Any modification of the module’s
data segment gets lost after relocation. To prevent additional in-code address
relocations, the location of the module’ must be mapped into the same virtual
address space that has been originally used by the module. As a consequence, the
resulting setup comprises the guest page tables and EPTs mapping the module’s
Guest-Virtual-Addresses (GVAs) to the original HPAs and the host’s page tables
mapping the Host-Virtual-Addresses (HVAs) to the relocated HPAs. It is important
to notice that after the module relocation the HVAs correspond to the GVAs. This
allows the host to use the same virtual addresses to address the relocated module’.
The host additionally makes use of the EPTs to prevent any access to the relocated
memory region. To complete the hiding step, the deployed WhiteRabbit kernel
module returns a negative value at the end of the module’s initialization routine as
soon as the OS has been virtualized. This makes the guest OS kernel to deallocate
the memory of the data structures associated with the WhiteRabbit kernel module.
To make sure that the contents of these data structures cannot be subsequently
reconstructed from memory, they must be zeroed out by WhiteRabbit.
Behavior: Shi et al. [60] divide the behavior-based category of anti-virtualization techniques into CPU semantic and timing attacks. The CPU semantic attacks target
discrepancies of instruction effects that differ between physical and virtual execution environments. Timing attacks assume that the execution of certain instruction
take a different amount of time, when executed in a VM. In their paper [60], Shi et
al. focus on CPU semantic attacks by introducing an approach allowing to hide
the presence of CPU semantic differences as part of the VMM. They incorporate
system behavioral effects into virtual environments that are typically present on
physical machines. Timing attacks considering local time sources can be handled
in a similar way [31, 60]. The issue arises as soon as the attacker gains access
to external time sources that are harder to fake. WhiteRabbit could potentially
employ similar mechanisms to hide from timing and CPU semantic attacks. Both
approaches are, however, beyond the scope of this thesis.
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4.3 Bridging the Semantic Gap
As discussed in Section 2.2, Garfinkel and Rosenblum define three virtualization properties to support VMI-based mechanisms: isolation, inspection, and interposition [21].
Despite challenges that arise from VMI (Section 2.2.2), these properties enable the implementation of VMI-based security enforcement policies that are more resilient to potential
intrusions in comparison to in-guest solutions. With this end in view, WhiteRabbit
provides a framework that allows remote parties to perform forensic analysis of the
spontaneously virtualized OS through VMI techniques. This means, we do not limit the
design of WhiteRabbit to a certain range of VMI-based application but rather establish a
mechanism that allows to perform arbitrary VMI on the guest OS on behalf of a remote
host. For this, WhiteRabbit offers a generic interface towards remote clients that allows
to employ different view generation patterns as discussed in Section 2.2.3. In Figure 4.10,
we extend our previous WhiteRabbit architecture by an additional remote host that
performs VMI on the on-the-fly virtualized OS managed by WhiteRabbit. Therefore, the
design of WhiteRabbit requires a secure channel that is ideally completely isolated from
the guest OS through which a security analyst can initiate an extensive system analysis,
e.g., at certain events or whenever she thinks it would be appropriate.
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Figure 4.10: A remote host on the left carries out kernel module injections and LibVMIbased analysis of the on-the-fly virtualized system on the right. The marked
components are involved in the VMI process.
To bridge the semantic gap, WhiteRabbit facilitates the use of the in-band and out-ofband delivery as well as the derivative view generation pattern. These patterns have
been discussed in Section 2.2.3. To support VMI tools based on the in-band delivery
view generation pattern, WhiteRabbit provides functionality similar to X-TIER [69] that
was introduced in Section 2.2.5. This approach enables remote kernel module injections
into the guest OS for analysis purposes without leaving any traces. To enable the use
of an out-of-band delivery approach WhiteRabbit implements an interface that can
be accessed through LibVMI [38]. LibVMI is a C library providing an API in form
of primitives that allow to dynamically extract and control the entire state of VMs.
To establish a communication with WhiteRabbit from remote, the driver interface of
LibVMI must be extended. This way, we enable the application of existing LibVMI-based
tools for the purpose of forensic analysis. Besides, because of the fact that LibVMI is
able to access and control the state of the virtual CPU and hardware it can be utilized by
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VMI applications making use of the derivative view generation pattern. This approach
allows VMI applications to derive security relevant information based entirely on the
underlying virtual hardware without making any assumptions about the guest OS.
Consequently, the VMI tools making use of the derivative view generation pattern
do not have to trust the underlying OS and hence bring us a step closer to solving
the strong semantic gap problem that has been discussed in Section 2.2.2. The three
VMI approaches combined provide a lie detection mechanism that is able to reveal,
e.g., the presence of rootkits. For instance, a security analyst would need to compare
the in-band delivered information gathered by means of the injected in-guest components with results gained in an out-of-band manner through memory analysis by means
of LibVMI. In the event of an intrusion the analysis results would provide inconsistencies.
The following introduces the design of the in-band and out-of-band delivery as well
as the derivative view generation patterns that are supported by WhiteRabbit. Therefore,
the X-TIER-based in-band information delivery approach is presented in Section 4.3.1.
The LibVMI out-of-band information delivery approach is shown in Section 4.3.2. Finally,
the derivative view generation approach is discussed in Section 4.3.3

4.3.1 In-Band Delivered View Generation Support
As has been presented in Section 2.2.5, X-TIER [69] provides a VMI framework that
allows to inject kernel modules into the guest OS. These in-guest agents are equipped
with a dedicated loader and an additional VMM-aware component that explicitly communicates with the VMM through hypercalls. In order to establish a secure execution of
external kernel functions, upon each external function call X-TIER unloads the particular
module from the guest’s memory. This approach employs a combination of the in-band
and out-of-band delivery patterns to bridge the semantic gap. X-TIER requires out-ofband delivered semantic information in form of a symbol table—the System.map on
Linux OSs—that is incorporated into an agent to be injected. The incorporated semantic
knowledge helps the agent to access the internal, guest-visible state from inside of the
VM. The gathered in-guest state is thus delivered in-band.
Similar to X-TIER, WhiteRabbit provides the necessary means for remote VMI tools
gathering the in-guest OS state in an in-band manner. In the face of WhiteRabbit,
the design of the VMI component must supply techniques similar to those provided
by modern OSs for module loading. Once a kernel module has been transferred to
WhiteRabbit, it becomes the task of the VMI component in the WhiteRabbit architecture
to perform initial preprocessing of the module before it is injected into the guest OS. Yet,
to simplify the task of the VMI component and to provide a generic, OS agnostic module
representation similar to X-Format, the preprocessing steps could be partially performed
in advance by the remote host as suggested by Vogl et al. [69]. The process of module
loading is divided into multiple tasks. First, the VMI component needs to allocate
sufficient memory to appropriately arrange the module’s sections. In contrast to X-TIER,
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WhiteRabbit cannot simply add additional physical memory to the guest VM. This is due
to the fact that the guest’s physical memory management system has tracked and hence
possesses all available physical memory of the machine. Nevertheless, during the process
of the WhiteRabbit deployment the allocator component extracted a memory pool from
the OS and set up a dedicated memory management system. Ergo, the required memory
for the module’s sections can be transparently allocated from the local memory pool
managed by WhiteRabbit. At this point, the VMI component incorporates additional
code that is required by the module to communicate with WhiteRabbit. Similar to
X-TIER, this communication component comprises wrappers that are responsible for
relaying calls to external kernel functions through WhiteRabbit and to announce the end
of module execution. The communication between the wrappers and WhiteRabbit are
realized by hypercalls. To make the module available to the guest, the VMI component
allocates and initializes a set of page tables that is injected into the address space of the
currently executing guest process. For performance reasons, the VMI component can
prepare an allocated set of page tables in advance—that is before the module injection.
This way, the prepared page tables only need to be initialized and put into an appropriate
position of the guest’s top-level page directory. Finally, to conclude the process of module
injection, the VMI component temporarily uncovers the memory occupied by the module
itself and the set of page tables via the EPT mechanism. Also, the instruction and stack
pointer of the guest state must be set up in the VMCS. Consequently, the guest will
execute the injected kernel module right after the next VM entry. To additionally prevent
the module’s execution from being interrupted and thus potentially revealed, the VMI
component must deactivate the timer interrupt and make sure that all exceptions and
further external interrupts are intercepted as proposed by Vogl et al. It is important to
mention that the module injection process must not lose sight of the configuration of the
guest’s segment selectors, such as CS and DS. During external kernel function calls, these
segment selectors must point to kernel segment descriptors with a Descriptor Privilege
Level (DPL) of zero—these are the kernel descriptors. Basically, the value of the DPL
field in the segment descriptor defines the privilege level in which the CPU is expected
to be at the moment of access. To prevent a general-protection fault, WhiteRabbit must
ensure that the Current Privilege Level (CPL) field of the segment selectors corresponds
to the associated DPL field of the segment descriptors.

4.3.2 Out-of-Band Delivered View Generation Support
The general idea behind LibVMI is to provide a simple API for security applications that
can monitor, analyze, and control the state of VMs—comprising CPU registers and memory. By using LibVMI, security applications can be executed from an isolated location
with minimal performance overhead. To bridge the semantic gap, LibVMI makes use of
out-of-band delivered information in form of a kernel symbol table and offsets of central
kernel data structures. The library dynamically determines and incorporates detailed
knowledge of the VM’s system architecture that is required, e.g., for address translation.
Also, LibVMI allows to incorporate capabilities of the open source memory analysis
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framework Volatility [39, 70] through a dedicated Python wrapper for LibVMI that is
referred to as PyVMI. PyVMI exposes the LibVMI API towards Volatility applications.
The integration of LibVMI capabilities into WhiteRabbit enables a thorough analysis of the on-the-fly virtualized OS by means of already existing, powerful memory
forensics tools based on LibVMI and Volatility. To make use of these services both
WhiteRabbit and the driver interface of LibVMI must be extended. Figure 4.10 illustrates the interactions between the remote host and the on-the-fly virtualized system.
The remote host initiates the VMI process through invocation of an arbitrary LibVMI
tool. To enable a communication between the VMI application on the remote host
and WhiteRabbit, LibVMI requires an additional driver interface being responsible to
establish a communication with WhiteRabbit. Also, it is the task of the driver interface
to implement basic primitives required for extraction and modification of the VM’s
state. These primitives can be regarded as VMI requests that are ultimately carried
out by the VMI component of WhiteRabbit. Therefore, the driver interface and the
VMI component of WhiteRabbit require a communication protocol encapsulating VMI
requests and replies in self-contained data structures that are transferred via the secure
communication channel. On the WhiteRabbit side, it is the task of the interpreter component to determine whether there are pending VMI operations to perform. Therefore,
it checks the secure communication channel for incoming tasks by means of the I/O
component that is shown in Figure 4.10. If WhiteRabbit has received VMI tasks to
perform on behalf of the remote LibVMI counterpart, it invokes the VMI component to
carry out the particular task and subsequently responds with the requested result.

4.3.3 Derivative View Generation Support
VMI-tools employing derivative view generation approaches [17, 42, 49] engage in-depth
knowledge of the virtual guest’s hardware architecture to derive semantic information
from the guest OS. Derivative view generation approaches benefit from the fact that
certain critical static in-guest data structures are rooted in hardware. One example is
given by the syscall table or rather the syscall dispatcher. This is true since one can
build a chain of references between the syscall dispatcher and an immutable, hardware
defined component. In the case of the syscall dispatcher the hardware component is
given by the IDTR or the Model Specific Registers (MSRs), such as the SYSENTER_EIP_MSR,
that are associated with one of the fast system call modes. These fundamental hardware
components representing the start of a chain to a critical data structure are referred to
as hardware anchors. Any modification along this chain can be detected by matching the
integrity of the system’s configuration with a known value. This way, through derivation
a VMI tool binds its assumptions that are required for the process of view generation
to immutable virtual hardware components. The identification and utilization of such
hardware anchors is a difficult task. Yet, by means of LibVMI, the employment of
which is being discussed in Section 4.3.2, WhiteRabbit is in the position to allow remote
applications to generate a view of the guest OS through derivative approaches.
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Discussion
Depending on the implementation, the host state configuration as part of the VMCS
allows to regulate the isolation between WhiteRabbit and the guest VM. This means, the
allocator in Figure 4.4 can set up WhiteRabbit entirely isolated from the guest VM or to
relax the isolation by allowing WhiteRabbit to reuse particular system configuration that
has been applied by the target OS to be virtualized. If the allocator pursues a strictly
isolated approach, the implementation of WhiteRabbit would need to provide a custom
implementation, e.g., to access hardware components. In case the allocator follows the
relaxed approach, it must be in the position to acquire and make use of exported symbols
of the target OS kernel. While the former approach provides an entirely self-sufficient
implementation that can be easily ported between different deployment strategies
(Section 4.1.1), the latter approach can reuse the functionality of the guest OS to reduce
the size of WhiteRabbit. On the other hand, the latter approach must provide a certain
level of trust in the target OS. The use of the target OS functionality could potentially
reveal the presence of WhiteRabbit or provide false, maliciously modified information.
The isolation regulation strongly affects the implementation effort and the degree of
transparency towards malware. In contrast to WhiteRabbit, this isolation regulation
decision does not typically arise in common VMI applications. While WhiteRabbit relays
the communication between the guest VM and hardware—which is the only logical
reason to reuse the guest’s functionality—common VMI applications emulate hardware
components that can be used by guests. Thus, they must make use of services of an
underlying OS or provide sufficient means on their own to access the real hardware.
Also, typical VMI applications can usually trust the initial state of the guest OS, as
guest images usually comprise vanilla OS installations that are deployed by trustworthy
employees. With WhiteRabbit this is not the case. WhiteRabbit is dynamically loaded
into a running, untrusted OS. Because of this, it is to the WhiteRabbit’s advantage to
provide necessary functionality in order to avoid trusting the target OS and potentially
revealing its presence.
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“We are back to the times when men were men and wrote their own device
drivers.”
(Linus Torwalds)

Within the context of this thesis, we developed an implementation of a VMM, we refer
to as WhiteRabbit. The current WhiteRabbit implementation has been developed for the
Linux platform running on top of the Intel x86-64 architecture with Intel VT-x hardware
virtualization extensions. Our implementation has been developed in form of a kernel
module capable of transparently relocating a running Linux into a virtual environment
for the purpose of forensic analysis. The realization of WhiteRabbit requires a solid,
in-depth understanding of OS and VMM fundamentals. Thus, the development has
been a three-step-process. First, to become more familiar with internal OS concepts,
we developed a minimalistic OS kernel targeting Intel x86 and x86-64 architectures.
The custom OS comprises a hardware bootstrapping component and a kernel. The
bootstrap process initializes essential components of the underlying hardware mostly
to set up the Global Descriptor Table (GDT), Interrupt Descriptor Table (IDT), and Memory
Management Unit (MMU). Basically, the bootstrapping process creates a paged execution
environment, relocates the kernel binary, and finally enters the 64-bit long mode by
giving control to the kernel binary. The kernel adjusts its mapping in memory and
performs further hardware initialization, including the Video Graphics Array (VGA) and
Programmable Interrupt Controller (PIC). Also, it builds the foundation for high-level
functionality by providing among others a memory management system. The second
development step extends the custom OS by introducing VMM functionality capable of
shifting the running OS into a virtual environment. The gained expertise has proven
effective: We were able to reuse some of the developed OS components as part of the
later VMM implementation. Concluding, the final step of the WhiteRabbit development
strictly follows the design and architecture, as discussed in Chapter 4.
Chapter 4 already provides an in-depth discussion covering major implementation
details. Thus, the remainder of this section reviews implementation details and obstacles
that occurred during the development and have not yet been elaborated in Chapter 4.
Section 5.1 and Section 5.2 discuss the employment of Intel VT-x and implementation
details of important WhiteRabbit components.
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5.1 Intel VT-x Technology
In this section, we complement the provided Intel VT-x fundamentals in Section 4.1.2 by
outlining how they are incorporated into WhiteRabbit. As a recap, Intel VT-x introduces
two additional modes called VMX root and VMX non-root operation. A VMM typically
runs in the high-privileged VMX root operation. Guests execute in the less-privileged
VMX non-root operation. These modes isolate the execution environments through
hardware induced privilege and state separation. The exact configuration is managed by
a hardware defined data structure called VMCS discussed in Section 5.1.1. The VMCS
itself can be set up by dedicated VMX instructions that are presented in Section 5.1.2. It is
to mention that the following does not intend to provide a complete and comprehensive
description all VMCS entries or VMX instructions. For this we refer the reader to the
Intel software developer’s manual [28].

5.1.1 The Virtual Machine Control Structure
Intel’s virtualization extensions define a dedicated data structure called VMCS. A VMM
can allocate and maintain multiple VMCS data structures—one for each guest VM
or virtual CPU. Yet, only one VMCS can be active at the same time. In principle, a
VMCS controls the non-root operation and specifies which instructions or events force
a guest to trap and hence to induce a VM exit. Therefore, a VMCS is organized into
different parts holding the guest state, host state, control fields, and information about
the instruction or event that caused the VM to exit. The following briefly describes the
different parts of the VMCS that need to be set up within the context of WhiteRabbit.
Guest-state area: On VM exits, the processor stores the CPU state in the guest-state
area of the VMCS. On VM entries, the processor loads the stored CPU state
from the guest-state area, respectively. The guest-state comprises the guest’s
register state and its non-register state. The register state comprises among others
system control registers. A live migration of the OS into a virtual environment
requires the guest’s register state to be an exact duplicate of the host’s register
state. Consequently, before the process of on-the-fly virtualization, the allocator
part of WhiteRabbit (Section 4.1.2) stores the host’s registers as part of the guest’s
register state area of the VMCS. In this way the target OS continues to use its
original state inside of the less-privileged non-root operation. To assure that the
shifted OS continues correct execution in non-root operation, the allocator must
cautiously initialize the guest’s program counter (RIP) and stack pointer (RSP).
This must be done without producing inconsistencies, e.g., due to a corrupt stack.
Also, it must be considered that the guest-state area of the VMCS does not contain
general purpose registers. They must be managed separately by the WhiteRabbit
implementation. The guest’s register state also contains information associated
with segment selectors and descriptors. When a kernel module is injected into the
guest, WhiteRabbit adjusts the guest’s segment selectors to point to guest kernel
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segment descriptors. Also, it makes sure that the CPL field of segment selectors
holds supervisor privileges. This method allows the injected kernel module to
access exported functions and data structures of the guest kernel.
Host-state area: During VM exits the processor switches from VMX non-root to VMX
root operation, thus giving control to the VMM. To continue execution the processor loads the CPU state from the host-state area of the VMCS providing run-time
isolation from guests. Similar to the guest-state area, the host-state area comprises
essential information required to continue the VMM execution. Within the context
of WhiteRabbit this information must contain, among others, the address of a
dedicated stack and entry point. As previously mentioned, the guest-state area
does not include general purpose registers of the guest (or host). This non-tracked
part of the guest’s register state is first stored by WhiteRabbit as soon as the
execution hits its entry point. In our case, the general purpose registers of the host
do not need to be stored when switching back to a guest VM. This is true because
WhiteRabbit acts stateless between VM entries and exits. To isolate the host from
the guest, the WhiteRabbit allocator initializes control data structures that allow to
decouple WhiteRabbit from the guest OS. This information is also stored inside
of the host-state area. For instance, WhiteRabbit allocates a separate set of page
tables used solely by WhiteRabbit. Thus, the host’s CR3 register must contain the
address to the associated top-level page directory. In a similar way, the host-state
area can define an individual IDT and its own system call dispatcher entry point.
VM-execution control: VM-execution control fields manage the guest operation in VM
non-root. These control fields are divided into pin-based and processor-based control
fields. Pin-based control fields govern the configuration of VM exits that can
be induced, for instance, by external or non-maskable interrupts. The current
WhiteRabbit implementation does not interfere with interrupts and hence passes
the occurrence of interrupts directly to the guest VM for handling without exiting
the guest. Yet, WhiteRabbit configures the pin-based controls so that a dedicated
VMX preemption timer periodically interrupts the guest execution. Hence, WhiteRabbit is scheduled for execution even if the guest idles and does not induce a VM
exit for longer periods. This way, WhiteRabbit remains interactive with external
components. Processor-based controls manage, for instance, the activation of EPTs,
which is crucial for the WhiteRabbit’s hiding strategy as discussed in Section 4.2.2.
VM-exit control: The specific processor behavior of VM exits is controlled by the VMexit control fields. Among others, these fields differentiate between 32-bit and
64-bit architecture that is employed by the underlying VMM. This means, on VM
exits this information is dynamically stored within the host’s IA32_EFER MSR.
VM-entry control: Similar to VM-exit controls, VM-entry controls define the specific
processor behavior of VM entries, respectively. Thus, the architecture of the guest
VM is defined by VM-entry control fields.
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VM-exit information: VM-exit information specifies the reason for a particular VM-exit.
These fields are used not only for dispatching of VM-exits (Section 4.1.2) but also
for debugging purposes.

5.1.2 Virtual Machine Extensions Instruction Set
Intel VT-x extends the original instruction set. This set of additional instructions is
divided into the following classes: VMCS maintenance, VMX management, VMX-specific
TLB-management, and guest-available instructions. In the following, we point out the purpose of VMCS maintenance and VMX management instructions by describing how they
are used within the implementation of WhiteRabbit. The VMX-specific TLB-management
instructions and guest-available VMX instructions are not used in our implementation
and hence are not further discussed in the following.

Instruction

Behavior

VMPTRLD

Interprets the source operand as a pointer to a VMCS. The processor loads the referenced VMCS and makes it active and current.
Processor stores a pointer to the current VMCS into the memory
position pointed to by the source operand.
Processor sets the launch state of the VMCS pointed by the operand
to clear and makes the VMCS inactive.
Reads from an entry of the VMCS selected by the first operand
and stores its value into the second operand.
Writes to an entry of the VMCS selected by the first operand and
stores its value into the second operand.

VMPTRST
VMCLEAR
VMREAD
VMWRITE

Table 5.1: VMCS maintenance instructions [28].

VMCS maintenance instructions: Table 5.1 presents the set of VMCS maintenance instructions. The WhiteRabbit allocator handles the VMCS region in memory. The
exact size of the VMCS region is hardware specific but never exceeds four kilobytes.
The WhiteRabbit allocator first applies VMCLEAR to the prepared VMCS region so
that its launch state is set to clear. Then, the allocator loads the associated VMCS
by means of the VMPTRLD instruction. Thereby, the processor initializes the current
VMCS pointer with the physical address provided by the VMPTRLD instruction
operand. Having set the current VMCS, the WhiteRabbit continues to set up its
contents by means of VMWRITE. Respectively, VMREAD is used read from the VMCS.
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Instruction

Behavior

VMLAUNCH
VMRESUME
VMXON

Launches a VM represented by the current VMCS for the first time.
Resumes operation of a VMCS represented by the current VMCS.
Causes processor to enter VMX root operation. Requires additional
memory (VMXON region) pointed to by the first operand.
Causes processor to leave VMX root operation.

VMXOFF

Table 5.2: VMX management instructions [28].
VMX management instructions: Table 5.2 presents the set of VMX management instructions. After VMCS initialization, the WhiteRabbit allocator enters VMX root
operation by means of VMXON. Then, the allocator launches the VM represented by
the VMCS through invocation of the VMLAUNCH instruction. This gives control to
the VM in non-root operation for the first time. As soon as the VM approaches
a VM exit, the processor switches back to VM root operation and executes the
WhiteRabbit dispatcher. After having performed its task, the dispatcher resumes
the execution of the VM through VMRESUME.

5.2 WhiteRabbit Components
Chapter 4 thoroughly describes the design and architecture of WhiteRabbit and its
components. To complement the given information, this section describes implementation details of the memory management component in Section 5.2.1 and the employed
communication channel in Section 5.2.2. To round up, Section 5.2.2 discusses LibVMI
extensions that were required to interact with WhiteRabbit.

5.2.1 Memory Management
To operate independently from the recently virtualized OS, the implementation of
WhiteRabbit provides a custom memory management system. Its purpose has been
shortly discussed in Section 4.1.3. Similar to common OSs, the memory management
system must maintain physical pages available to WhiteRabbit. Also, it must make
sure that memory can be allocated in arbitrary sizes. Therefore, the memory management system employed by WhiteRabbit comprises a coarse-granular buddy system
based physical memory allocator and an additional fine-granular dynamic memory
management system. Both approaches are described in the following sections.
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Buddy System
The system’s memory can be regarded as a set of page frames, representing chunks of
physically available memory. Page frames can be arbitrarily mapped to pages, representing chunks of the virtual address space. This allows to map arbitrarily located page
frames in memory into a contiguous virtual address space. The mapping process is
managed by the MMU and the associated paging mechanism of the underlying system.
While common OSs distribute memory across multiple nodes in Non-Uniform Memory
Access (NUMA) systems, the implementation and the following description completely
disregards such concepts as they are not relevant for our further discussion and can be
retrofitted into the system at a later point in time. Also, the following does not consider
different zones per node representing special memory subdivisions, such as the memory
region intended solely for DMA access.
free_mem[]
MAX_ORDER
...

2
1

pow(2,order)
page frames

pow(2,order)
page frames

Page frame
Block of
pow(2,order)
phys.
contiguous
page frames

0

Figure 5.1: The buddy system manages array of lists holding blocks of free memory.
Adapted from [44].
The general idea behind a buddy allocator is to manage a fixed pool of physical page
frames. For this, the buddy system maintains an array of lists. We will refer to this array
as free_mem and it is illustrated in Figure 5.1. Each of the free_mem entries contains a
list to equally sized blocks of free, contiguous page frames. The block size of the list
elements depends on the order represented by the free_mem array entry. The lists in
the array entries free_mem[0] and free_mem[1] maintain blocks with 20 and 21 pages,
respectively. Precisely this order defines in which units the memory can be allocated.
During initialization, the buddy system typically allocates for each available page
frame a data structure of type struct page. Within the context of WhiteRabbit the
buddy system does not require the management of all page frames that are available in
the system. Instead, it must manage only the page frames that are extracted from the
OS to be virtualized. To achieve this, the current kernel module implementation makes
use of the host’s __get_free_pages function. In this way, the allocated memory will not
be used by the OS. To prevent potential memory carving of this memory, this memory
is hidden by the EPT mechanism as discussed in Section 4.2. The allocated memory is
then organized in form of an array of struct pages. We refer to this array as mmap. If
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the WhiteRabbit is injected directly into the system’s memory, it could walk through the
page table and collect contiguous, not present entries representing page frames (instead
of explicitly allocating memory via OS primitives) and proceed in a similar fashion. To
simplify the process of locating memory during later memory revocations, the mmap
array is sorted. This is due to the fact that during memory revocation, the page frame to
be marked as free is located via the binary search algorithm.
The buddy system organizes chunks of the mmap array in lists maintained by the
free_mem array. First, the buddy system distributes available memory across the highest
elements of the free_mem array. This means, the buddy system first fills the list of
the free_mem array that manages the largest possible chunks of contiguous memory
(determined by the MAX_ORDER as shown in Figure 5.1). The smallest allocation unit is
one page. In case the memory allocation request cannot be satisfied by a specific block
size (because the associated free_mem list is empty) the buddy system iterates to the next
bigger block of free memory. Therefore, the next bigger memory chunk is divided into
two halves, called buddies. One of the buddies is used to satisfy the memory request.
The second, unused buddy is stored inside of the list with the next smaller order of page
frames. The process of dividing memory into buddies and reorganizing the free_mem
array is repeated until a memory division would not satisfy the requested memory size
or reaches the order of zero. The process of memory revocation combines two adjacent
buddies and organize them in a free_mem list with the next higher order of pages.
Dynamic Memory Management System
The previously presented buddy system manages memory divisible by power of two and
hence cannot be used for fine-granular allocations. Modern OS extend the underlying
physical memory management system by an additional layer. This layer is built on
top of the physical memory allocator, such as the buddy system. In this way, it can
allocate physical pages, which are then further partitioned into chunks of arbitrarily
small sizes. This task is typically achieved by means of one of the sl(a|o|u)b (slab, slob,
and slub) allocator alternatives. We refer the reader to modern OS [64] literature for
further information. Our implementation employs a red-black tree for efficient and fast
memory organization that is discussed in the following.
header

addr

size

content

node

...
size

Figure 5.2: Red-black tree node information stored as part of the allocated memory.
During initialization, the memory management system requests a fixed amount of
pages from the buddy system. As soon as the allocated physical memory becomes
exhausted, the dynamic management system allocates another page to satisfy further
memory allocation requests. This tightly coupled cooperation between the two memory
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management systems abstracts complexity for applications. To simplify the process of
memory revocation, we store the node information comprising address, size, and a link
to the managed red-black tree as part of the allocated memory in form of a transparent
header. The header is illustrated in Figure 5.2. Our implementation of the red-black tree
makes sure to merge all free memory blocks in case of memory intersections. This is
realized by means of a range search algorithm.

5.2.2 Communication Channel
After deployment, WhiteRabbit must remain stealth, while simultaneously providing
VMI capabilities to remote applications. For this, the WhiteRabbit implementation must
not only hide its presence in memory but also camouflage the employed I/O channel
towards remote parties. Within the context of this thesis a secure communication channel has not been implemented. Instead, our implementation currently provides a less
transparent solution employing the network stack of the guest OS. Details of a hidden
alternative are briefly addressed in Section 6.4. During WhiteRabbit initialization, the
memory mapping of the OS to be virtualized is kept. That and the fact that the current
implementation of WhiteRabbit comprises a kernel module that is compiled for the
target OS inherently enables the use of exported guest kernel functions. In this way,
WhiteRabbit already carries the semantic knowledge that is required to reconstruct the
state of the guest OS. This knowledge allows WhiteRabbit to employ services of the
guest kernel. As a result, WhiteRabbit trades off stealth for functionality by making use
of the guest’s networking subsystem.
The current implementation of the communication channel creates an IPv4 Internet
domain socket enabling a TCP/IP-based communication with remote applications. In
this way, WhiteRabbit is able to offer VMI-based services as described in Chapter 4.
Unlike common TCP/IP server implementations, the WhiteRabbit must not block. It is
crucial to prevent the guest system from rescheduling, when its functionality is currently
needed by WhiteRabbit. A potential rescheduling would result in a VM escape. That is,
the scheduler would invoke waiting guest services, while still in VMX root operation.
The deactivation of timer interrupts within the RFLAGS register makes sure that the
system is not interrupted and passed on for scheduling. Nevertheless, interrupt deactivation does not prevent explicit scheduler invocations inside certain kernel functions.
To entirely prevent socket operations from blocking, the implementation configures the
socket and each individual message with the SOCK_NONBLOCK and MSG_DONTWAIT flags.
This constraint leads to an implementation that must check for requests once per VM
exit. The employment of a periodic VMX preemption timer induces periodic VM exits
and hence makes sure that the VMI-based system remains responsive.
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5.2.3 LibVMI
The VMI library LibVMI comprises a modular design with a clear task distribution
across different layers. Starting at the top, the top-most layer comprises an API exposing
a wide-ranged set of functions for user applications. Underneath the API, LibVMI
provides an OS-specific implementation, whose functionality is accessed through the
above API. That is, core logic implementation depends on the OS to be introspected.
Finally, the undermost layer comprises a VMM driver interface to bridge the gap between
the applications and VMs. Currently, the driver interface of LibVMI allows to perform
VMI on memory snapshots or OSs running on top of different VMMs, such as KVM,
Xen, and QEMU. To provide an interface between remote LibVMI applications and
WhiteRabbit, the driver interface of LibVMI must be extended.
Index
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

LibVMI Driver Function
init_ptr
init_vmi_ptr
destroy_ptr
get_id_from_name_ptr
get_name_from_id_ptr
get_id_ptr
set_id_ptr
check_id_ptr
get_name_ptr
set_name_ptr
get_memsize_ptr
get_vcpureg_ptr
set_vcpureg_ptr
get_address_width_ptr
read_page_ptr
write_ptr

Index
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31

LibVMI Driver Function
is_pv_ptr
pause_vm_ptr
resume_vm_ptr
create_shm_snapshot_ptr
destroy_shm_snapshot_ptr
get_dgpma_ptr
get_dgvma_ptr
events_listen_ptr
are_events_pending_ptr
set_reg_access_ptr
set_intr_access_ptr
set_mem_access_ptr
start_single_step_ptr
stop_single_step_ptr
shutdown_single_step_ptr

Table 5.3: Defined LibVMI driver interface functions. Blue-colored entries represent
implemented functions as part of the WhiteRabbit driver.
In general, the LibVMI driver interface provides the support for a specific VMM
solution. LibVMI bases its functionality on a relatively small set of functions that are
able to interconnect and directly communicate with the target VM. These functions are
defined as function pointers in the struct driver_interface_t data structure listed
in Table 5.3. The blue-marked table entries specify the functions that have been implemented and registered by a dedicated WhiteRabbit LibVMI driver. The remaining
functions are not yet used by our implementation.
The communication between the LibVMI driver interface and WhiteRabbit is realized
through a TCP/IP-based connection, as described in Section 5.2.2. For this, the imple-
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Command Type

Requested Behavior

VMI_TYPE_READ
VMI_TYPE_WRITE
VMI_TYPE_READ_VCPU
VMI_TYPE_ID
VMI_TYPE_PAUSE
VMI_TYPE_CONT
VMI_TYPE_DISCONNECT

Read a specified number of bytes from a given position.
Write a specified number of bytes to a given position.
Read the CPU register state.
Read the VM identification.
Pause the VM.
Resume the VM.
Terminate the TCP/IP connection.

Table 5.4: Supported VMI request command types transferred over TCP/IP.
mentation of WhiteRabbit must be able to interpret certain VMI requests originated
from the LibVMI driver and subsequently respond with VMI replies. The VMI requests
and replies are self-contained messages comprising a header and a body. The header
describes the command type, memory address, and size of the VMI request, while the
body contains additional information. The current implementation supports seven VMI
request command types that are listed in Table 5.4. In short, a LibVMI application
requests, e.g., a memory access yielding a VMI request towards the WhiteRabbit VMI
component. In this scenario, the request holds the VMI_TYPE_READ type, the size, and the
memory address to be read from. After processing the request, the WhiteRabbit VMI
component responds with a VMI reply comprising the same command type, address,
and size. Additionally, the WhiteRabbit VMI component fills the body with requested
memory contents and send the VMI reply message back to the LibVMI application.
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“If we knew what we were doing, it wouldn’t be called research, would it?”
(Albert Einstein)

In this chapter, we evaluate WhiteRabbit by applying our prototype to the Linux kernel
v4.1.0 running on top of Intel x86-64 architectures. More precisely, the prototype is set
up on two different hosts: A virtual Intel Core i7-4770 CPU host system emulated by
the Bochs x86 emulator [9] and a real host with an Intel Core i5-2520m CPU. Both hosts
comprise Intel VT-x virtualization extensions and a single CPU. The implementation of
our prototype holds about 4.700 lines of code (about 420 lines or 9% of which are written
in Assembly) distributed across multiple components. These components include the
VMM, a memory management system, a VMI component, and a component providing
a communication channel towards remote applications. The code distribution is given in
Figure 6.1. One must consider that approximately the half of the VMM implementation
(VMM init) becomes obsolete and thus is released after initialization.
VMM Init (1066 loc)
VMM (1041 loc)
23 %

22 %
6%

39 %

10 %

Net (283 loc)
VMI (487 loc)

Mem Mgt (1824 loc)
Figure 6.1: Code distribution across different WhiteRabbit components (lines of code).
Having introduced the basic setup and an overview of the WhiteRabbit prototype, this
chapter first reviews the chosen test environment provided by the Bochs x86 emulator in
Section 6.1. Further, in Section 6.2, we present general application results of WhiteRabbit
performing on-the-fly virtualization in combination with VMI. In this way, we confirm
the achievement of the general goals defined in Section 1.2 and concepts designed
in Chapter 4. Section 6.3 discusses performance results of our prototype. To make
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qualitative assumptions about the virtualization overhead induced by WhiteRabbit, we
present the results of a set of benchmarks performed by the Phoronix Test Suite. Also,
we compare the emulation overhead between WhiteRabbit and the popular Linux KVM.
Section 6.4 proceeds with a short discussion about current limitations. The discussion
focuses on our prototype and also strives general VMI limitations. Finally, Section 6.5
assumes a malicious entity to employ similar techniques as provided by WhiteRabbit
and proposes several countermeasures to defeat the adversary.

6.1 Test Environment
As discussed in Section 5.1, the WhiteRabbit prototype employs Intel VT-x hardware
virtualization extensions. As a consequence, the development of WhiteRabbit requires
an appropriate test environment exposing the Intel VT-x instruction set extensions. In
general, the development of low-level applications, such as OSs or VMMs, benefits from
an environment that is well suited for testing and debugging. To enable debugging on
CPU register level, vendors typically provide hardware JTAG interfaces for dedicated
JTAG system debuggers and/or precise hardware simulation software. JTAG debuggers
make use of a dedicated hardware interface to extract the exact hardware state at a certain moment in time. Simulation software precisely models the behavior of a hardware
component in software. Yet, the problem with JTAG debuggers and simulators is that
they are very expensive. Another, less restrictive and rather affordable solution is the
use of VMs or emulators. Common VMs provide convenient test bed environments. At
the same time, VMs often lack emulation support for hardware virtualization extensions.
In other words, VMs often do not support nested virtualization. VMs leverage the capabilities of the underlying CPU to increase performance. This blocks further utilization
of virtualization extensions. As opposed to VMs, it is in the nature of emulators to
mimic the entire CPU behavior in software as it is observed by guests.1 Consequently,
emulators are our weapon of choice. To be more specific, we employ the open source
Bochs [9] x86 emulator for testing and debugging purposes.
Bochs emulates a number of x86 and x86-64 based Intel and AMD processors and
I/O devices. It can be executed on various host platforms, such as x86, PPC, and MIPS.
In comparison to common virtualization solutions, Bochs does not execute parts of the
instruction set on bare metal but emulates every instruction. This method comes with a
significantly higher performance overhead. Yet, it benefits from the fact that the entire
ISA including virtualization and other instruction set extensions can be exposed to guest
applications. This property makes Bochs very attractive for our purpose. On the other
hand, since Bochs is not a simulation software, it does not model the processor’s precise
internal behavior. As a consequence, one can observe emerging discrepancies, e.g., due
to different caching behavior. Emerging discrepancies result in the fact that applications
that successfully execute under Bochs may not perform well on real hardware.
1 Simulators
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6.2 WhiteRabbit Application
In this section, we confirm the achievement of the goals defined in Section 1.2 by applying
or rather testing the functionality of the WhiteRabbit prototype. By closely following the
concepts elaborated in Chapter 4, we associate the WhiteRabbit functionality with the
following categories: Virtualization on-the-fly, techniques preventing exposure, and VMI.
1. Virtualization on-the-fly: Our prototype can be seamlessly deployed locally in form
of a kernel module on a running Linux system. By loading the WhiteRabbit kernel
module, the executing Linux is shifted into a virtual environment controlled by
WhiteRabbit as discussed in Section 4.1. This has been successfully achieved
on both setups: On the host emulated by Bochs and on the real host. Bochs
provides the necessary means to check in which operation mode the target system
is executing. Thus, we have verified that after the process of virtualization, the
Linux instance continues to run in VMX non-root, while WhiteRabbit executes in
VMX root operation. On the real host, we have observed a performance slowdown.
The reasons for this behavior are discussed in more detail in Section 6.3. While
we have successfully tested our prototype on the Linux kernel v4.1.0, the kernel
module can be recompiled and applied to other Linux kernel versions as well.
2. Techniques preventing exposure: To prevent a potential exposure by malicious applications, our prototype forces the virtualized guest OS to deallocate the data
structures that are associated with the WhiteRabbit kernel module. This is shown
in Section 4.2. We have verified that the guest OS cannot see WhiteRabbit, e.g.,
within the proc or sysfs filesystem. Consequently, this is also true for all applications gathering module information from these sources (including lsmod).
Also, since the relocated WhiteRabbit payload is protected by EPTs, access to the
associated physical memory originated from the guest OS is intercepted and can be
redirected by WhiteRabbit. The interpretation of the unloaded module in memory
is also prevented, as WhiteRabbit zeroes out the associated guest-visible memory.
3. Virtual Machine Introspection: As designed in Section 4.3, our prototype establishes
a mechanism allowing to perform VMI on the virtualized OS on behalf of a remote
host. The extended LibVMI driver interface (Section 5.2.3) allows remote LibVMI
applications to perform VMI. We have verified this functionality by executing the
example analysis applications supplied with LibVMI. In this way, we were able to
list, among others, the processes and kernel modules or create live memory dumps
of the remote host controlled by WhiteRabbit. Besides, the prototype allows to
inject kernel modules into the virtualized Linux. The temporarily injected kernel
module is able to transparently execute the exported kernel functions of the guest
OS and return back to WhiteRabbit. Unfortunately, the presented prototype makes
use of the guest OS services to communicate with remote hosts (Section 5.2.2).
This approach is prone to VM escapes and is discussed in Section 6.4.

67

6 Evaluation

6.3 Performance
To evaluate the performance of our prototype, we carried out multiple experiments.
First of all, we measured the time required for the WhiteRabbit initialization on the
real and virtual host. Then, to estimate the overall virtualization overhead induced
by WhiteRabbit, we executed a set of CPU-intensive benchmarks provided by the
Phoronix Test Suite v6.0.1 on the virtual host. Finally, we measured the performance of
instructions that are intercepted and emulated. For the last experiment, we considered
only instructions that cause VM exits when executed in non-root operation. This implies
instructions that cause VM exits unconditionally and instructions that cause VM exits
conditionally but are configured to trap into the VMM. Instructions that do not cause
VM exits are executed on bare metal without inducing any emulation overhead and
thus are of no interest for this micro-benchmark performance evaluation. We compared
the performance of guest instructions executed upon WhiteRabbit with the performance
of the same instructions executed upon Linux KVM. The induced emulation overhead
was pointed out by performance measurements on bare metal (executed on the real and
virtual host). The following discusses the measurements of the WhiteRabbit initialization
process, the results of the Phoronix Test Suite, and the instruction emulation overhead.
WhiteRabbit initialization: The WhiteRabbit initialization process by means of a kernel
module requires 2 µs on the virtual host (Bochs) and 5 µs on average on real
hardware. We start measuring the time as soon as the kernel passes control to the
WhiteRabbit kernel module. Right after the OS has been dynamically virtualized,
one of its first instructions stops the time measurement. That is, our prototype
requires about 5 µs to shift the OS into a virtual environment and initialize all
additional components, as discussed in Section 4.1.
Overall virtualization overhead: To measure the overall virtualization overhead of WhiteRabbit, we execute a set of benchmarks of the Phoronix Test Suite v6.0.1. Because
our prototype of WhiteRabbit does not emulate any hardware devices, we focus
on CPU-intensive benchmarks. The experiments have been carried on Linux with
and without WhiteRabbit application. Both setups were executed upon the virtual host provided by the Bochs emulator. Since the benchmarks focus solely on
the virtualization overhead of WhiteRabbit, they do not consider any VMI-based
analysis in the background. The results are shown in Table 6.1.
Test (Unit)
7-Zip Compression (MIPS)
Blake2 (Cycles/Byte)
John-the-Ripper DES (Real C/S)
OpenSSL (Signs/s)
C-Ray (s)

w/o
138
12.86
1185000
34.9
343.84

WhiteRabbit
138
12.86
1183000
34.9
343.84

Overhead
0.0%
0.0%
-0.17%
0.0%
0.0%

Table 6.1: Results of the Phoronix Test Suite v6.0.1 on Bochs emulator.
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Interestingly, according to the performance results, we observe only one test
inside of the virtual environment (John-the-Ripper) that performs worse than
its counterpart running Linux without WhiteRabbit application. The rest of the
experiments perform without any overhead induced by WhiteRabbit. This is
explained by the fact that only a small number of instructions is emulated by
WhiteRabbit. With hardware virtualization extensions, most instructions are
executed on bare metal without inducing any overhead.
Instruction emulation overhead: Figure 6.2 presents the performance results of instructions executed inside of the guest OS running upon WhiteRabbit and KVM. Both
VMM solutions are executed inside of the virtual environment provided by Bochs.
The performance of the individual instructions is represented by CPU cycles required for their execution in the emulated host environment. The measurements
of the CPU cycles have been conducted by means of the hardware Time Stamp
Counter (TSC). The illustrated performance evaluation considers the execution of
the following instructions: CPUID, WRMSR, and RDMSR. CPUID belongs to the class
of instructions that unconditionally cause VM exits when executed in non-root
operation. The instructions WRMSR and RDMSR are configured to trap into the VMM
if they access critical MSRs, such as IA32_EFER. In the x86_64 architecture, there
exist 14 instructions (10 of which are part of the virtualization extensions) causing
the guest to trap into the VMM. We use CPUID as a representative for this class of
instructions as our implementation does not support nested virtualization yet and
the emulation of the remaining three instructions is not required to host a Linux.
Bare Metal
WhiteRabbit
KVM

11
1,191
1,340

CPUID

10
1,219

WRMSR

2,076
10
RDMSR

1,204
1,174

Figure 6.2: CPU cycles per instruction in an emulated execution environment.
Bochs is not able to perfectly mimic the system’s internal behavior. As a consequence, the overhead of accesses to system components, such as caches and
memory, is not (or partially) considered during emulation. Because of that, the illustrated time measurements present the behavior of an ideal system with minimal
cache and memory access overhead. Interestingly, the performance of instructions
emulated by WhiteRabbit can keep up or perform even better than instructions
emulated by KVM. This is because KVM performs more checks during emulation.
The speedup of WhiteRabbit over KVM executed on Bochs is shown in Table 6.2.
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254
12,050

CPUID

2,817

Bare Metal
WhiteRabbit
KVM

376
13,031

WRMSR

4,115
173
11,771

RDMSR

2,772
Figure 6.3: CPU cycles per instruction executed on real hardware.
Host
Bochs
Hardware

CPUID
1.13
0.23

WRMSR
1.70
0.32

RDMSR
0.98
0.24

Table 6.2: Emulation speedup of WhiteRabbit over KVM on a virtual and real host.
When executed on bare metal, WhiteRabbit shows an entirely different behavior.
Figure 6.3 shows the performance of the same three CPU instructions that are
trapped and emulated by the underlying VMM. It is striking that the WhiteRabbit
performance dramatically dropped in comparison to KVM. We believe that uncached memory accesses are responsible for the illustrated behavior. During the
EPT configuration, our implementation marks the memory that can be accessed
by the guest as uncached. The memory caching attributes must be configured
correctly as part of future work. Also, compared to performance results collected
upon the Bochs emulator in Figure 6.2, the performance of KVM has got worse.
This behavior can be explained by the timing discrepancies between the physical
and virtual host system emulated by Bochs. Table 6.2 summarizes the speedup of
instructions emulated by WhiteRabbit over instructions emulated by KVM.

6.4 Discussion
After having presented the results of our performance evaluation, in this section, we
discuss general concerns and limitations associated with the WhiteRabbit prototype and
VMI. In particular, we address the issue of trusted semantic knowledge delivery, consider
techniques allowing to further camouflage the emulation overhead, and provide a brief
overview of the insufficiently explored area of the strong semantic gap problem. Besides,
we discuss the limits of the scope of WhiteRabbit and refer to the issue provided by the
current communication channel.
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Trusted Information Delivery
Semantic information delivery introduces the issue of trust [29]. Applications making
use of WhiteRabbit’s VMI services cannot introspect arbitrary OSs without additional
knowledge. Common out-of-band delivery based VMI approaches gather semantic
knowledge beforehand. The gathered knowledge is employed at run-time to locate and
protect critical data structures. That is, out-of-band delivery based approaches must
assure a benign, trusted OS state during the process of gathering and preprocessing
semantic information that is required for VMI purposes. Also, any change to the target
OS, e.g., in form of regular updates, must be considered. The same applies to applications making use of in-band based services of WhiteRabbit. In-guest agent injections
require additional knowledge concerning exported kernel functions and data structures
in advance. This effectively renders the in-guest injection as a hybrid solution employing
out-of-band delivered semantic knowledge to enable in-band delivery. Consequently,
it is the task of applications making use of VMI services of WhiteRabbit to provide
knowledge of the target OS and make sure that the semantic information gathered
beforehand is trusted.

Time Stamp Counter Offsetting
In general, the set of emulated instructions presents a inherently critical component
of VMMs. This means, anti-virtualization techniques take the performance overhead
induced by emulated instructions into account to reveal the presence of a VMM. Intel’s hardware virtualization extensions allow to adjust the TSC to hide the induced
performance overhead. This can be done by explicitly subtracting a certain value on
every read attempt of the TSC. Therefore, multiple instructions must be considered,
comprising RDTSC, RDTSCP, and RDMSR in combination with IA32_TIME_STAMP_COUNTER
MSR. To facilitate this process, it is possible to automate the TSC offsetting without
causing VM exits. To achieve this, one of the VMCS VM-execution control fields can
be configured in a way that the execution of the aforementioned instructions returns a
value that results from the subtraction of the configured offset from the actual TSC.

Strong Semantic Gap Problem
The combination of in-band and out-of-band delivery mechanisms with derivative
approaches establishes a solid ground for effective forensic analysis. On the other hand,
this constellation cannot detect every modification performed by VMI-aware malware.
Derivative approaches are not able to reconstruct the entire state [47]. Because of that,
certain data structures that have been reconstructed through delivery methods cannot be
bound to hardware. This leads to the fact that not announced structural modifications
of these particular data structures, e.g., through malicious relocation in memory, may
remain unnoticed. This limitation is the result of the strong semantic gap. Consequently,
VMI applications cannot rely on the guest’s integrity as long as every semantically
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relevant data structure is not bound to hardware or its trustworthiness is not otherwise
validated at run-time [29]. Previous work [26] has been done towards untrusted OSs by
protecting high-assurance guest applications from compromised OS services through
VMI. Therefore, the concept of paraverification—the pendant to paravirtualization—
is introduced. The process of paraverification introduces minor OS system changes
performing VMM-aware OS service request validation at run-time. Other solutions may
employ the functionality of the VMFUNC instruction or the concepts of Intel SGX. While
VMFUNC allows guests to execute VMM defined code without causing VM exits, the SGX
architecture can guard defined in-guest memory locations by preventing modifications
initiated even from high privileged modes.

Detection of One-Shot Exploits
Since WhiteRabbit is deployed on-the-fly, a reactive VMI application focusing on undesired kernel object modifications will simply miss the point of infection. This means,
one-shot exploits can be injected to gather critical information and even unloaded before
WhiteRabbit deployment. The same applies to periodical system checks. Conducted
system attacks may slip through periodic system checks and leverage the semantic gap
to delude VMI applications. Arguably, a reduction of intervals between system checks
presents a remedy, which, on the other hand, further increases the overhead induced
by VMI. These restrictions make our system more suitable for detection and analysis of
long-living, persistent malware, such as rootkits.

Secure Communication Channel
Another limitation is the fact that our prototype does not provide a secure communication channel towards remote VMI applications. Instead, it makes use of the TCP/IP
software stack of the guest OS. Certain functions of the Linux TCP/IP stack expect the
system to enable interrupts. If this is not true, the kernel yields a striking kernel warning.
To prevent guest kernel warnings, our prototype temporarily enables interrupts every
time it processes remote VMI requests or replies. This implies the activation of the
system’s timer interrupt. Since our prototype does not yet replace the guest’s interrupt
handlers with a custom implementation, WhiteRabbit is at risk of being rescheduled.
A potential context switch would result in a VM escape. While this implementation is
part of our proof-of-concept prototype, a solution requires the utilization of a dedicated
hardware component for communication that is not used by the guest OS. Since modern
OSs initialize all physically available hardware components, it is a difficult task to
establish a secure communication channel that is transparent to the guest and hence to
malicious applications. One could employ dedicated management components, such as
Intel AMT. For this, the WhiteRabbit implementation requires a dedicated device driver
so that it can operate entirely independent from the guest kernel. Other, more exotic
solutions, can be established, e.g., through the I2 C interface of the GPU.
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6.5 Countermeasures
WhiteRabbit is a powerful means for forensic analysis that might become a dangerous
weapon in hands of adversaries. Consequently, to detect or even prevent scenarios, in
which an adversary abuses the concepts of WhiteRabbit for malicious purposes, one
must provide countermeasures. To defeat the intruder, we propose different solutions in
the following. The most obvious solution tackles the problem at its source. In case the
user is sure that she will definitely not require hardware virtualization extensions, she
could simply deactivate the associated capabilities in BIOS. The BIOS clears the VMXE bit
within the IA32_FEATURE_CONTROL MSR and locks further write attempts to this register.
In this way the BIOS prevents the CPU from entering the VMX root/non-root operation.
Clearly, this approach is not a good solution as it prevents the user from making use of
virtualization extensions.
Another, rather proactive approach hindering a potential intruder from system subversion employs a VMM that makes use of hardware virtualization extensions. If the
attacker tries to initialize WhiteRabbit from inside of a compromised VM—that is in
VMX non-root operation—the underlying VMM will be able to intercept the subversion
attempt. Even if the underlying VMM supports nested virtualization, the attacker will
not be able to gain privileges of the VMX root operation. On the other hand, if the
attacker injects the code of WhiteRabbit into memory and manages to execute it with
VMX root privileges, she could potentially subvert the running VMM. Yet, a transparent
execution of the VMs hosted by the subverted VMM would be possible only if the
intruder manages to reveal and set up shadowed copies of all VMCS data structures
representing individual virtual CPUs and/or VMs. Further management of the entire
system setup would require the support of nested virtualization. Consequently, the use
of a VMM does not entirely prevent but rather hardens a system subversion.
Finally, the last approach takes over the position of malware trying to evade analysis
by employing anti-virtualization techniques as presented in Section 4.2.1. For this, we
propose an agent in form of a watchdog. The watchdog sporadically measures the time
needed for the execution of instructions that unconditionally cause VM exits. The best
way to detect a VMM is to use multiple time sources including the external NTP. In this
way potential timing differences can be revealed. This is true because the VMM is not
able to emulate in particular external time sources. In case the measured time exceeds a
certain limit, the watchdog should set off an alarm. Unfortunately, the watchdog could
be disabled by the adversary if it is executed in a less-privileged mode. Thus, a solution
would require a guarded memory environment that cannot be modified by the malicious
VMM. One idea is to use Intel SGX extensions to guard the software watchdog. Intel
SGX allows to guard a memory region in a way that it cannot be modified even in
high-privileged modes. Although Intel SGX is not yet part of modern architectures, this
approach would present a valid solution in the near future.
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In short, providing countermeasures against techniques that are employed by WhiteRabbit is not an easy task. A potential defense mechanism would either need to disable
or employ virtualization extensions of the underlying hardware by itself or make use of
anti-virtualization techniques to reveal the presence of a VMM. For the latter approach
to work properly, one must assume that no benign hardware virtualization takes place.
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“Predictions are very difficult, especially about the future.”
(Niels Bohr)

As part of this thesis, we developed WhiteRabbit, a framework combining on-the-fly
virtualization with VMI. In this chapter we discuss potential extensions of our prototype
and application scenarios exploring future directions of WhiteRabbit. These are outlined
in Section 7.1 and Section 7.2, respectively.

7.1 WhiteRabbit Extensions
While the current implementation meets most of the points described in Chapter 4, in
this section we discuss design considerations that have not yet been implemented and
should be considered as part of the future work.
User space components: The design and architecture of WhiteRabbit comprises a microkernel-based native system VM with additional functionality in form of user space
components. The general idea is shown in Figure 4.7. This architecture makes use
of a minimalistic VMM with only essential functionality. Additional functionality
in form of optional components is placed upon the VMM. This approach reduces
not only the complexity and but also the attack vector that is otherwise exposed
by an all-in-one VMM solution executing with highest system privileges. In
short, according to the design in Section 4.1, the VMM part of the WhiteRabbit
implements only essential functionality in ring 0, while everything else is executed
in ring 3. Unfortunately, this idea has not yet been fully implemented. The
WhiteRabbit components, such as the VMI, memory management, and the I/O
component, are an inherent part of the VMM that is executing in ring 0. Thus,
future work could extract and place the aforementioned components into the
protection ring 3 of the VMX root operation.
Bare metal support: Our current implementation perfectly runs in a Bochs-emulated
environment. Yet, its application on bare metal is not yet fully supported. At the
moment, after being shifted into a virtual environment, Linux detects delayed
interrupts and scales down the CPU frequency. Although the system continues
to work, it becomes very slow and almost inoperable. In addition, our prototype
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configures the entire memory seen by the virtualized OS as non-cacheable (inside
of the EPTs). This configuration further slows down the execution of WhiteRabbit
on bare metal. Future implementations must consider the caching properties as
defined by the guest.
Deployment strategies: WhiteRabbit is deployed in form of a kernel module. While this
is a valid approach, the support of further deployment strategies can be considered
in the future. One idea is to employ the Intel AMT technology for WhiteRabbit
deployment. Intel AMT exposes powerful administrative functionality to remote
parties. A deployment strategy leveraging this technology would further increase
the level of stealth of WhiteRabbit. Further strategies can consider direct memory
injections, e.g., by means of insecure DMA channels. A brief overview has been
given in Section 4.1.1.
Unloading: Our current prototype is not able to dynamically unload itself after it has
been deployed on the target system. The idea is to dynamically unload WhiteRabbit
from the system without leaving any traces behind. Therefore, WhiteRabbit would
need to appropriately initialize the system with the CPU state stored inside of the
guest-state area of the VMCS and to leave the VMX root operation. Besides, to
prevent post mortem detection of WhiteRabbit, the implementation must make
sure to deallocate and zero out the memory regions required for its operation.
VMM functionality: The non-register state of the VMCS holds information, such as the
VMCS link pointer. The link pointer points to the so called shadow VMCS, which
can be used for nested virtualization. A shadow VMCS is defined by the VMM
and can be accessed by the guest without inducing a VM exit. WhiteRabbit does
not yet support nested virtualization, however this functionality would be of great
benefit because it allows the guest to transparently manage VMs. Currently, the
lack of nested virtualization can be used to expose the presence of WhiteRabbit.
Operating system and system architecture support: So far, the current WhiteRabbit implementation can be applied only to Linux OSs running on Intel x86-64 architectures.
Our implementation is mostly self-contained and has only minor dependencies to
OS specific components. Thus, it should be feasible to support other OSs, such as
Windows, with minimal effort. On the other hand, the support of other system
architectures requires porting of all architecture dependent parts including the
system’s virtualization extensions.
Multicore systems: Modern hardware architectures comprise multiple cores. Our current
implementation expects the system to use only one core for all its operations. This
makes its application unrealistic. Thus, the research towards a multicore WhiteRabbit implementation would be of great benefit for modern system constellations.
Libvirt support: Common VM management approaches, such as libvirt and virsh,
simplify remote administration of multiple OSs. Also, LibVMI makes use of
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services provided by libvirt for VMI purposes. A fully fledged libvirt framework
extension supporting WhiteRabbit would potentially ensure an easier and faster
distribution and global compliance of our VMM solution.
System call redirection: The WhiteRabbit implementation allows to apply already existing
LibVMI applications to monitor, analyze, and control the state of the recently
virtualized OS. This idea can be extended to general purpose security applications.
In a similar way, already existing security applications can be executed from
outside of the VM in a secure and isolated fashion. To achieve this, the WhiteRabbit
would need to intercept and redirect syscalls of the associated security application
directly into the VM. Similar work [30] has already been done as part of an X-TIER
extension and could be ported to our WhiteRabbit implementation.

7.2 Application Scenarios
The application of virtualization on-the-fly combined with VMI mechanisms opens
entirely new possibilities. The following presents three potential application areas that
can be considered in the future.

Remote Malware Detection in Corporations
Modern companies have a number of interconnected, in-house workstations for employees. Assuming most of these workstations provide hardware virtualization extensions
but do not make use of VMs. One can think of a scenario of a managed corporate
network, where an IDS deploys WhiteRabbit on-the-fly on workstations to perform
routine checks. A routine check comprises the following steps: First, the IDS must
take over control without interfering with the system’s execution by means of WhiteRabbit. This can be achieved transparently, e.g., by employing the Intel AMT technology
(Section 4.1.1). After having obtained control over the workstation, the following steps
perform an extensive system analysis. For this, the IDS employs VMI-tools that make
use of the services provided by WhiteRabbit. In this way the IDS performs remote VMI
on the target system. The gathered system information is then reported back to the
IDS for evaluation. Finally, after workstation integrity validation, the IDS transparently
unloads WhiteRabbit, and thus leaves the workstation without any traces behind.
The same can be applied to companies employing Bring Your Own Device (BYOD)
policies. To provide most flexibility to employees, companies offer policies allowing
to bring your own device and use privileged company information and services. It is
believed that BYOD practices increase productivity at work. Simultaneously, this trend
exposes company internals to potential cyberattacks: Compromised mobile devices are
capable of infecting other devices at work through the internal network or physical
contact, such as USB. Clearly, BYOD introduces new challenges concerning security:
An insufficiently protected company network may result in a damage of enormous
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proportions. One idea is to extend BYOD policies by conditionally granting access to
the company’s network. That is, network access is granted only if the device passes
extensive system analysis through remote VMI and WhiteRabbit.
When it comes to malware analysis the timing is critical. This is why, we do not
argue that WhiteRabbit should be focusing on detection or analysis of volatile malware approaches, as they could simply slide through during unprotected periods of
time. However, rootkits often persist in memory over a longer period of time [68]. For
this, periodic OS checks through VMI techniques can reveal the presence of rootkits.
On the other hand, an already deployed WhiteRabbit instance may perform extensive dynamic malware analysis without leaving any traces that can reveal the presence
of an analysis system. This idea will be elaborated in more detail in the following section.
Generally, in the scenario of a managed corporate network that is secured through
services of WhiteRabbit, the defense system has unrestrained access to workstations.
Although the main target is the detection of malicious applications, all privacy concerns
of employees would be completely undermined. Besides, once the IDS is compromised,
the adversary would be able to transparently analyze and control the respective systems
from remote in a stealth and highly effective fashion. Thus, before such system can be
set up, one must restrict the power of WhiteRabbit in order to respect privacy concerns
and to prevent fatal outcomes in case of subversion.

Automated Malware Analysis
The design of effective malware defense techniques requires extensive research and
understanding of malware internals through malware analysis. The gigantic amount
of malware applications exceeds the capabilities of manual, reverse engineering based
investigation and hence presents the need for automated malware analysis systems.
Modern automated malware analysis systems typically execute malware applications in
a sandbox environment and apply techniques that are classified as static and dynamic
analysis [18]. Static analysis techniques are applied on binary objects. Therefore applied
mechanisms include, among others, signature-based detection and binary diffing approaches. Yet, the complexity introduced by the metamorphic nature of modern malware
enables evasion of static analysis approaches. For instance, a packer dynamically transforms a malicious binary object into another representation, e.g., through encryption
or obfuscation techniques. Thus, a binary object that is dynamically transformed into
another representation in memory cannot be statically analyzed. As a result, dynamic
analysis techniques are applied to analyze the packer during execution so that the real
binary contents can be eventually derived from its packed representation. Dynamic
analysis, in general, benefits from the fact that malware samples can be analyzed in
memory during execution. Typical detection approaches comprise, among others, function call and control flow analysis that is achieved through instrumentation. Other
solutions additionally incorporate machine learning [2] or debugging techniques. Still,
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modern malware evolved to evade dynamic analysis through non-malicious behavior or
termination in case the analysis software has been revealed. Consequently, to prevent
potential detection, modern dynamic malware analysis systems shift towards VMMs.
The shift of malware analysis software towards VMMs results in stealthy and powerful
malware analysis tools, such as DRAKVUF [37]. In general, VMI-based malware analysis
requires complex system setups. Instead of dedicated system setups, the application of
WhiteRabbit could enable an in-place, realtime malware analysis on general purpose
systems. To return to the example of the managed corporate network, after having
detected a compromised system, the IDS could dynamically deploy WhiteRabbit on all
other systems as well. In this way, the individual systems are dynamically hardened
preventing further infections. The infected system, on the other hand, continues to
execute within the controlled, virtual environment established by WhiteRabbit. Thus, a
remote VMI-based framework can make use of the services provided by WhiteRabbit to
perform extensive dynamic malware analysis. In this way gathered information should
be sent back to the IDS so that it can be incorporated by VMI applications making use
of WhiteRabbit to dynamically scan and clean other systems in the network. One of
the greatest challenges of the malware analysis is the initiation of the malware to be
analyzed without revealing the presence of the associated analysis tool. Modern malware
might evade analysis if it can trace back its initiation, e.g., to a custom bootstrap script
simulating a malicious packer. Since the monitored system is infected in a natural way—
without the need to simulate the infection process—on-the-fly virtualized environments
might potentially have a better chance to remain undetected.

Virtualization On-the-Fly on ARM
As described in Section 2.3.3 and Section 4.1.2, hardware virtualization extensions of
Intel and AMD allow to dynamically shift an executing OS into a virtual environment.
Since ARM conquered a dominant position in the mobile market, it would be of great
interest to provide a WhiteRabbit implementation for ARM architectures supporting
virtualization extensions. Similar to x86, ARM architectures split the execution of general
purpose OSs, such as Linux, across different modes. User space applications typically
execute in the less-privileged USR mode and the kernel executes in the separate, highprivileged SVC mode. With the advent of hardware virtualization extensions, ARM
introduced an additional CPU mode with more privileges than the traditional SVC
mode. This mode is used to support VMMs and is referred to as the HYP mode—the
pendant to the x86-based VMX root operation. While the virtualization support on ARM
closely resembles the virtualization support on x86-based architectures, it also entails
specific peculiarities. For instance, in contrast to x86 architectures, ARM cannot initialize
and enter the HYP mode from a less privileged mode. In other words, in case the HYP
or the higher privileged secure monitor mode has not been provided with dedicated
exception vectors during system bootstrapping, there is no way to retrospectively place
these exception vectors that are required for system virtualization.
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Considering KVM on ARM, where the underlying Linux is dynamically transformed
into a VMM, the OS must provide services making use of the hardware virtualization
support. Since the HYP mode is not compatible to the SVC mode, the OS kernel cannot
be simply placed in HYP mode without a tremendous amount of modifications. Thus, to
make use of hardware virtualization extensions on ARM, modern Linux OSs supporting
KVM require the bootloader to boot the OS kernel in HYP mode—if available. There, a
dedicated general purpose hypervisor stub—the lowvisor—is placed in position initializing the aforementioned exception vectors [16]. In this way, the Linux kernel is able
to trap into the HYP mode during further execution. In addition, this hypervisor stub
allows to reinitialize the installed exception vectors for virtualization allowing Linux
subsystems to take over control of the HYP mode.
Considering the presented architecture, one might think of a scenario, in which the
hypervisor stub has been placed in position and KVM has not taken over control of the
HYP mode. This would present a suitable setup for WhiteRabbit. To enable a powerful
VMI-based defense mechanism on ARM, instead of initializing additional VMs, the
WhiteRabbit implementation would shift the executing Linux into a virtual environment
and proceed execution as discussed in Chapter 4. On the other hand, this configuration
can be considered as a security vulnerability. Yet, to our knowledge, the hypervisor stub
has been designed for universal access by arbitrary hypervisor-based subsystems. Thus
the hypervisor stub is initialized and can be taken control of, even if the kernel does
not make use of KVM or similar hypervisors. Consequently, this point in particular is
relevant for the security of modern ARM architectures requires further attention. This is
true because an unused hypervisor stub might open a door for HVM rootkits.
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“If at first the idea is not absurd, then there is no hope for it.”
(Albert Einstein)

Virtual Machine Introspection is a promising way to effectively approach modern
malware by leveraging virtualization technology. Since the introduction of VMI by
Chen et al. [11], recent research has shown a continuously growing number of security
applications finding its way out of the OS. These applications comprise, among others,
malware detection and analysis [17, 21, 24, 37, 49, 63, 69], and system integrity validation [34,
35, 42]. Besides, the advent of hardware-assisted virtualization laid down the foundation
for on-the-fly virtualization. Although it has not been seen in the wild yet, this technique
has been employed by the Blue Pill rootkit [57] to subvert an executing Windows Vista
instance on demand. We believe that both VMI and on-the-fly virtualization will find
more application in the future and thus deserve closer attention. To further advance the
research within these areas, we combine VMI with on-the-fly virtualization.
In this thesis, we elaborated a microkernel-based design and architecture of WhiteRabbit, a VMI framework for the purpose of forensic analysis. In contrast to common
VMI approaches, WhiteRabbit opens up new fields of application as it can be deployed
on demand. To recapitulate our work, the following briefly summarizes the tasks
approached by this thesis. These comprise the design and architecture of WhiteRabbit,
techniques to prevent its exposure, and mechanisms required for VMI.
Design and architecture of WhiteRabbit: First of all, this thesis elaborates an architecture
of a system VM designed to move a running OS into a virtual environment onthe-fly. The presented WhiteRabbit architecture considers the popular open source
VMM solutions KVM and Xen. Both VMMs present legitimate solutions that
could have been adopted for our purposes. Nevertheless, we propose an entirely
new, minimalistic VMM architecture incorporating only the absolute necessary
features required for on-the-fly virtualization and OS independent execution. The
resulting WhiteRabbit architecture comprises a thin, self-sufficient native system
VM leveraging hardware virtualization extensions. In addition, the presented
architecture considers different VMM deployment strategies. In particular, we
have analyzed OS dependent and OS independent deployment strategies that can
be applied locally and remotely. These comprise deployment strategies by means
of a kernel module, Intel AMT, and DMA. Although the elaborated design of
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WhiteRabbit is by no means limited by a particular hardware architecture or
OS, we provide a prototype implementation leveraging Intel VT-x virtualization
extensions to virtualize a live Linux OS on demand. The prototype has been
implemented in form of a Linux kernel module. As part of the evaluation, its
functionality has been validated on a Linux kernel v4.1.0 running on top of the
Intel x86-64 architecture. Besides, the conducted micro and macro benchmarks
present a small overall performance overhead inside of an emulated environment.
Although our current implementation does not perform well on bare metal yet, it
can be improved as part of future work.
Techniques preventing WhiteRabbit exposure: Split-personality malware behaves differently if it believes it is being monitored [60]. Thus, to prevent WhiteRabbit from
being detected, this work regards common anti-virtualization techniques [12] that
are employed by modern malware solutions to detect sandboxed environments. In
fact, the presented WhiteRabbit architecture incorporates the hardware assisted
nested paging mechanism to ensure that its presence cannot be revealed through
memory carving techniques. Also, if deployed by means of a kernel module, the
elaborated hiding technique forces the target OS to destroy all kernel module
related OS kernel data structures. This functionality has been implemented and
evaluated as part of this work. To delude further anti-virtualization categories
revealing discrepancies between physical and virtual machines, this thesis provides a brief outlook concerning techniques approaching CPU semantic and timing
attacks. While anti-virtualization techniques focusing on CPU semantic attacks
can be deluded, attacks based on timing discrepancies will eventually disclose the
presence of a sandboxed environment.
Virtual Machine Introspection: With WhiteRabbit, this thesis provides a framework
that allows remote parties to perform forensic analysis through VMI techniques
on the spontaneously virtualized OS. By exposing a LibVMI interface towards
remote applications, WhiteRabbit establishes the means for arbitrary LibVMI-based
applications. Our prototype does not implement a secure communication channel
towards remote entities. Instead, it makes use of the networking services provided
by the virtualized OS. To face the challenges provided by the semantic gap [11],
our architecture allows remote applications to incorporate in-band or out-of-band
delivery patterns, or to derive the semantically relevant information directly from
the virtual hardware. While our work does not provide any VMI tools making
use of the services provided by WhiteRabbit, we evaluated its functionality by
executing VMI analysis applications provided by LibVMI. Also, we were able to
inject a kernel module into the guest’s address space.
This thesis further discusses limitations that are associated with our work. The presented limitations are not solely confined to our prototype but also provide a brief
overview of insufficiently explored areas of VMI. Further limitations induced by multicore systems as well as privacy concerns have to be explored in the future. Yet, according
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to Jain et al. [29], one of the most important unresolved security issues within the context
of VMI copes with the strong semantic gap problem. VMI cannot be trusted as long
as VMI techniques rely on semantic information that cannot be validated at run-time.
We assume that solving this problem will require a close collaboration with hardware
manufacturers and hope that future work will eventually provide a solution that is
capable of reliable VMI.
To sum up, the presented on-the-fly virtualization process is carried out transparently
to the OS with all its applications. Also, the stealth and dynamic nature of the on-thefly virtualization enables an effective way to integrate forensic analysis mechanisms.
Apart from that, the dynamic virtualization of the running OS is fast and further
system virtualization does not present a significant overall performance overhead in
emulated environments. Concerning bare metal execution, we strongly believe that a
correct utilization of the caching mechanism will significantly boost the performance of
WhiteRabbit leading to a comparable performance of KVM and similar VMM solutions.
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Acronyms
JVM Java Virtual Machine.
ABI Application Binary Interface.
ACPI Advanced Configuration and Power InKVM Kernel-based Virtual Machine.
terface.
AMT Active Management Technology.
MMU Memory Management Unit.
API Application Programming Interface.
MSR Model Specific Register.
BYOD Bring Your Own Device.
CoW Copy-on-Write.
CPL Current Privilege Level.
DKOM Direct Kernel Object Manipulation.
DKSM Direct Kernel Structure Manipulation.
DMA Direct Memory Access.
DPL Descriptor Privilege Level.
EPT Extended Page Table.
GDT Global Descriptor Table.
GPA Guest-Physical-Address.
GVA Guest-Virtual-Address.
HLL High-level Language.
HPA Host-Physical-Address.
HVA Host-Virtual-Address.
HVM hardware-assisted VM.
IDS Intrusion Detection System.
IDT Interrupt Descriptor Table.
IDTR Interrupt Descriptor Table Register.
ISA Instruction Set Architecture.

NPT Nested Page Table.
NTP Network Time Protocol.
NUMA Non-Uniform Memory Access.
OS Operating System.
PIC Programmable Interrupt Controller.
SGX Software Guard Extensions.
SLAT Second Level Address Translation.
SMBR System Management Mode based
rootkit.
SMM System Management Mode.
TEE Trusted Execution Environment.
TSC Time Stamp Counter.
VFS Virtual File System.
VGA Video Graphics Array.
VM Virtual Machine.
VMBR Virtual Machine based rootkit.
VMCS Virtual Machine Control Structure.
VMI Virtual Machine Introspection.
VMM Virtual Machine Monitor.
VMX Virtual Machine Extensions.
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